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 Abstract 
 This  document  covers  the  integration  and  validation  effort  conducted  by  the  different  partners  on  the 
 tools  developed  in  the  FASTEN  project.  It  summarizes  the  third  phase  (M25-M34)  of  the  work 
 conducted  under  the  tasks  6.3,  6.4  and  6.5  on  the  different  use  cases  provided  by  Endocode,  SIG  and 
 XWiki.  With  the  help  of  the  other  partners,  these  use  case  providers  have  applied  the  FASTEN  tools 
 according to the “Procedures and practices for validation” described in deliverable D6.1. 

 Keyword list 
 Use Case, FASTEN, assessment, requirements, scenario definition, demonstration, evaluation. 

 Acronyms & Abbreviations 
 DoA  Description of Action 
 OSS  Open Source Software 
 FGCG  Fine-Grained Call Graph 
 EC  European Commission 
 WP  Work Package 
 CG  Call Graph 
 CVE  Common Vulnerabilities and Exposures 
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 1  Objectives 
 The objectives of the validation activity conducted in the third phase of the project are: 

 ●  Provide an ongoing assessment of the functionality and usability of the FASTEN toolset; 
 ●  Provide  ongoing  empirical  assessment  on  the  practical  use  of  the  early  and  initial  prototypes 

 of the FASTEN toolset; 

 In  addition,  this  document  presents  the  validation  of  the  integration  work  done  during  the  period  M25  – 
 M34. Integration work has two perspectives: 

 1.  Firstly,  it  entails  the  integration  of  various  tools  developed  within  FASTEN,  to  achieve 
 (workpackage-/partner- specific) results. 

 2.  Secondly,  the  industrial  partners  Endocode,  SIG  &  XWIKI  are  exploring  the  integration  of 
 FASTEN-based tools with their in-house tools. 
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 2  Introduction 
 The  main  goal  of  WP6  is  to  assess  that  FASTEN  outcomes  address  relevant  needs  in  the  software 
 development  industry.  The  WP6  has  the  sole  purpose  to  establish  the  industrial  requirements  and 
 metrics  for  validation,  to  define  the  validation  roadmap  and  framework,  as  well  as  to  conduct  the  actual 
 validation  activities,  and  the  integration  work.  The  previous  deliverables  D6.1,  D6.2  and  D6.7 
 determined  the  context  in  which  the  validation  activities  are  conducted.  Deliverables  D6.3  and  D6.4 
 reported  the  validation  activities  conducted  on  the  tools  developed  during  months  6–18  and  19-24, 
 respectively  .  This  deliverable  details  the  validation  activities  conducted  on  the  tools  developed  during 
 months 25 to 34. 

 Three  FASTEN  partners,  namely  Endocode,  SIG  and  XWiki,  are  software  editors  and  are  committed  to 
 evaluating  the  FASTEN  results  on  industrial-grade  software  they  are  actively  developing  and 
 maintaining.  This  evaluation  provides  direct  feedback  to  the  scientific  and  technical  development 
 conducted  in  WP1  -  WP5.  The  partners  conducting  validation  activities  follow  different  software 
 engineering  processes  and  different  requirements  and  expectations  about  the  FASTEN  outcomes. 
 This  diversity  ensures  a  large  coverage  for  validation  of  the  FASTEN  components.  The  common 
 quality model and validation framework was established to ensure consistency of validation activities. 

 This  deliverable  follows  up  with  the  validation  and  integration  activities  in  M25  –  M34.  For  each 
 partner,  the  context  and  specific  requirements  of  the  software  developed,  and  the  specific  integration 
 and  validation  objectives  for  this  period  was  briefly  set.  First,  the  integration  and  validation  preparation 
 phase  which  enabled  the  evaluation  of  the  usability  and  accessibility  of  the  FASTEN  tools  are 
 reported.  Second,  details  on  the  validation  results  and  quality  assessment  of  evaluated  FASTEN  tools 
 are  described.  Each  partner’s  section  concludes  with  a  recommendation  for  FASTEN  components 
 improvement and a summary of the main findings. 
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 3  Use case: Endocode 
 3.1  Introduction 
 Within  the  FASTEN  project,  Endocode  provides  license  compatibility  assessments,  retrieves  license 
 information  using  the  license  detector  plugin  ,  and  performs  license  compatibility  verification  with  the 
 license compliance verifier  (LCV) tool, leaving the  original plan of using Quartermaster. 

 Use  Case  -  Validation  of  a  package  or  a  distribution:  The  aim  of  this  use  case  is  to  follow  the  user’s 
 perspective.  A  user,  or  organization,  that  is  developing  a  project  and  wants  to  know  their  project’s 
 license  compliance.  For  that  purpose,  the  user  will  locally  connect  to  the  FASTEN  server  and  use  the 
 FASTEN  tools  to  gain  the  license  information  they  need.  For  this  use  case,  an  Open  Source  Project  is 
 being  used,  which  has  not  been  analyzed  before  and  is  not  available  in  the  FASTEN  knowledge  base. 
 A  license  compliance  report/documentation  and  the  project  validation  against  this  documentation  will 
 be  generated.  The  last  two  reports  validated  a  refactored  version  of  Quartermaster,  executed  locally. 
 The  integration  of  this  approach  was  not  successful,  so  the  license  detection  phase  was  re-architected 
 into  two  plugins  (License  Detector  and  License  Feeder).  While  the  integration  of  these  plugins  is 
 ongoing,  we  are  now  looking  at  the  user’s  perspective  of  actually  validating  a  package  on  its  license 
 compatibility, under the prerogative that the license detector plugin is providing the correct output.  

 We  then  focus  mainly  on  the  conversion  to  SPDX  functionality,  which  is  required  by  Maven,  Pypi,  and 
 Debian license since none of them is using the SPDX standard. 

 3.2  Technical Changes  
 FASTEN’s  original  plan  was  to  detect  licenses  with  Quartermaster,  the  open-source  license 
 compliance  tool  developed  by  Endocode  AG.  As  a  first  step,  Quartermaster  builds  the  software  project 
 in  order  to  extrapolate  build  information  and  store  it  in  a  so-called  “build  graph”.  It  then  scans  the  entire 
 project  looking  for  license  text  in  all  files  and  augments  the  build  graph  accordingly.  As  the  last  step, 
 Quartermaster  queries  the  build  graph  so  that  only  those  licenses  that  actually  end  up  in  the  final 
 package can be considered for a compliance check. 

 Apart  from  the  technical  difficulty  of  readapting  a  distributed  batch  job  like  Quartermaster  into  a 
 self-contained  plugin  to  be  run  in  a  streaming  application  (problem  arisen  by  an  intrinsic  architecture 
 incompatibility),  letting  Quartermaster  build  the  software  project  violates  the  separation  of  concerns 
 principle.  That  is  to  say,  FASTEN’s  OPAL  plugin  already  generates  call  graphs.  A  license  detector 
 plugin  should  only  detect  licenses  and  augment  the  call  graph  with  such  findings.  OPAL  should  be  the 
 only plugin responsible for the creation of call graphs, not the one intended to detect licenses. 

 Accordingly,  a  new,  streamlined  plugin  simply  called  “license  detector  plugin”  only  takes  care  of 
 running  a  license  scanner,  and  reports  back  these  findings  to  Kafka;  no  need  to  build  projects 
 anymore.  The  “license  feeder”  plugin  will  subsequently  consume  that  message  and  augment  the  call 
 graph. 

 Pull  Request  #301  contains  the  source  code  of  the  two  previously-mentioned  plugins.  Its  description 
 lists  the  steps  that  have  been  necessary  for  the  two  plugins  to  accomplish  a  successful  license 
 detection,  as  well  as  their  progress.  This  pull  request  also  details  the  arguments  that  were  discussed 
 before changing the architectural approach.  
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 The  license  detector  retrieves  license  information  at  the  package  and  files  level,  exploiting  different 
 techniques  and  relying  on  several  sources.  Depending  on  the  use  case,  some  license  information  is 
 retrieved  from  specific  files  containing  license  declaration  (e.g.,  pom.xml  for  the  Maven  use  case)  or 
 performing  queries  towards  REST  APIs  provided  by  package  repositories,  such  as  pypi.org  and 
 packages.debian.org. 

 The  license  detector  uses  the  scanning  tool  Scancode  for  the  specific  use  cases  of  Maven  and  Python 
 to  retrieve  license  information  at  the  file  level.  On  the  other  hand,  license  information  for  files  is 
 retrieved for the Debian use case, combining several queries towards the Debian REST API. 

 Detected licenses are then fed to the database by an intermediary plugin, named “license feeder”. 

 After  the  first  phase  of  collecting  licenses,  final  users  can  ask  the  LCV  for  a  compliance  assessment, 
 which  can  occur  only  after  retrieving  the  package  dependencies.  This  assessment  is  performed  upon 
 a set of inbound licenses, and the outbound declared for a given package.  

 3.2.1  License detection 
 It  is  essential  to  mention  that  we  are  currently  working  on  the  integration  of  the  license  detection 
 plugin.  Thus,  while  the  Java  Maven  pipeline  is  very  well  defined,  for  the  Python  and  Debian  use  case, 
 the respective pipelines are a work in progress. 

 Java Maven case. 
 The  license  detection  plugin  starts  after  consuming  the  Kafka  topic  fasten.SyncJava.out.  Then,  it 
 follows  detecting  the  outbound  license,  the  license  under  which  a  given  package  has  been  released. 
 To  cope  with  this  aim,  the  license  detector  analyzes  the  pom.xml,  where  this  information  is  usually 
 stored (traditionally specified between the <license> tag). 

 Then,  the  plugin  starts  the  detection  of  other  licenses  information  by  running  Scancode.  The  license 
 feeder  will  feed  the  metadata  database  with  license  information  at  the  file  level  whenever  they  are 
 detected. 

 Python Pypi case. 
 This  use  case  will  be  very  similar  to  the  Java  Maven  one.  The  main  difference  is  that  the  outbound 
 license  will  be  retrieved  by  querying  the  Pypi  API,  where  the  developers  declare  the  license  for  their 
 packages.  

 Debian use case 
 Debian  packages  API  is  the  only  use  case  that  provides  license  information  at  the  file  level.  Therefore, 
 for this specific use case, we opted for retrieving the licenses provided directly by the API. 

 We  decided  to  collect  license  information  directly  from  the  API  to  prevent  false  positives  that  may 
 occur  while  running  Scancode.  On  the  other  hand,  the  checksum  for  each  file  is  needed  to  retrieve 
 license  information,  requiring  at  least  two  API  calls,  the  first  to  retrieve  the  checksum  for  a  file  and  the 
 second to retrieve its license copyright information.  

 This  approach  suggested  focusing  on  a  specific  Debian  OS  version  (we  are  currently  scraping 
 bullseye  data,  corresponding  to  version  11).  However,  how  long  the  data  collection  takes  depends  on 
 the  number  of  files  contained  by  a  package.  Therefore,  after  creating  the  Debian  license  collector  ,  we 
 opted  to  follow  a  pro-active  approach,  pre-collecting  all  the  license  information  regarding  the  packages 
 used for a specific OS version. 
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 Pre-collecting  license  information  at  the  file  level  would  allow  the  final  user  to  perform  a  license 
 compliance verification exploiting previously collected information. 

 Use of aliases and dynamic mapping. 
 In  pypi.org,  Debian,  and  Maven,  the  licenses  are  usually  declared  using  license  names  that  do  not 
 reflect  any  standard.  One  of  the  Endocode  goals  is  to  provide  tools  that  use  the  SDPX  open  standard. 
 The  LCV,  within  the  provided  API  endpoints,  offers  conversion  between  verbose  license  names  and 
 their related SPDX-id, whereas the association is possible. 

 This association is made in two ways, using aliases or using keywords. 

 3.2.2  License Compliance Verification 
 LCV  is  a  Flask  web  service  that  provides  REST  APIs  to  evaluate  a  set  of  inbound  licenses,  checking 
 for compatibility against the outbound license of the final package. 
 The steps involving the compliance verification are: 

 ●  Receive  in  input  the  set  of  inbound  licenses  and  the  declared  outbound  from  the  license 
 detector, 

 ●  Perform  the  compatibility  assessment,  checking  the  rules  set  expressed  with  boolean  values 
 in the  Compatibility Matrix (CM)  . 

 LCV  is  deployed  in  the  Kubernetes  cluster,  currently  reachable  at  the  address 
 https://lima.ewi.tudelft.nl/lcv/  .  

 An example of a query, using the /LicensesInput endpoint is: 

 https://lima.ewi.tudelft.nl/lcv/LicensesInput?InboundLicenses=X11;GPL2.0  OR 
 GPL3.0&OutboundLicense=Apache-2.0 

 Semicolons  separate  inbound  licenses,  and  the  use  of  the  OR  operator  is  allowed  for  the 
 multi-licenses package (GPL2.1 OR GPL3.0 in the example). 

 The  JSON  output  provided  includes  a  message,  the  compatibility  status,  and  the  name  used  for  the 
 inbound  and  the  outbound  license.  LCV  tries  to  convert  these  names  (inbound  and  outbound)  to 
 SPDX ids if aliases were used and fulfill the inbound_SPDX  and outbound_SPDX fields. 
 [ 

   { 

     "inbound": "X11",  

     "inbound_SPDX": "X11",  

     "message": "X11 is compatible with Apache-2.0 as an outbound license.",  

     "outbound": "Apache-2.0",  

     "outbound_SPDX": "Apache-2.0",  

     "status": "compatible" 

   },  

   { 

     "inbound": "GPL2.0",  

     "inbound_SPDX": "GPL-2.0-only",  

     "message": "GPL2.0 is not compatible with Apache-2.0 as an outbound license.",  

     "outbound": "Apache-2.0",  

     "outbound_SPDX": "Apache-2.0",  
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     "status": "not compatible" 

   },  

   { 

     "inbound": "GPL3.0",  

     "inbound_SPDX": "GPL-3.0-only",  

     "message": "GPL3.0 is not compatible with Apache-2.0 as an outbound license.",  

     "outbound": "Apache-2.0",  

     "outbound_SPDX": "Apache-2.0",  

     "status": "not compatible" 

   } 

 ] 

 Another  example  of  a  query  using  the  /LicensesInputFlag  endpoint  and  the  same  set  of  inbound 
 licenses and outbound is: 

 https://lima.ewi.tudelft.nl/lcv/LicensesInputFlag?InboundLicenses=X11;%20GPL2.0%20OR%2 
 0GPL3.0&OutboundLicense=Apache-2.0 

 It  is  providing  as  output  simply:  False.  That  is  because  none  of  the  GPL  licenses  provided  are 
 compatible with Apache-2.0 as the outbound license. 

 3.3  Integration objectives for the period 
 Having  changed  the  approach  to  license  detection,  the  planned  integration  objectives  for  the  period, 
 namely  the  integration  of  a  refactored  Quartermaster  and  its  adaptation  to  work  on  the  cloud  using 
 Kubernetes,  as  planned  in  D6.3  were  abandoned.  The  focus  within  the  license  detection  phase  shifted 
 to the development of the license detector plugin.  

 Simultaneously  a  framework  of  rules-based  compatibility  and  compliance  checks  and  reporting  was 
 developed (LCV).  

 3.4  Integration work 
 ●  The  deployment  of  the  license  detector  plugin  is  currently  being  finalized.   Issues  that 

 occurred  during  the  deployment  with  Flink;  the  job  manager  used  to  synchronize  required 
 plugins  [  issue  24  ],  were  addressed.  The  last  deployment  step  is  the  feeding  of  the  retrieved 
 information into the FASTEN Knowledge Base.  

 ●  LCV  is  currently  running  and  working  in  the  Kubernetes  cluster  and  can  be  queried  outside  the 
 cluster.  So  far,  it  has  been  used  by  XWiki  and  during  a  data  scraping  performed  by  us  against 
 the Pypi REST APIs to retrieve statistical information regarding the outbound licenses. 

 3.5  Validation objectives for the period 
 The  validation  done  in  D6.3  was  based  on  a  validation  tool  implemented  for  Quartermaster  for  the 
 Debian  use  case.  The  tool  validates  packages  performing  a  check  upon  binary  checksums  against  the 
 ones contained in the manifests [D6.3 - 4.6.4]. 

 The  following  report,  D6.4,  still  followed  this  approach,  using  a  sample  of  the  top  20  most  popular 
 Maven open source projects available on GitHub.  
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 Since  we  tried  to  integrate  Quartermaster  within  the  Kubernetes  cluster  and  we  could  not  do  it  for  the 
 reasons explained in section 3.2, this validation tool cannot be used anymore. 

 We  then  focused  our  validation  on  double-checking  the  current  functionalities  of  the  LCV  and 
 extending them for the conversion of license names to SPDX. 

 The  objective  for  the  period  became  the  validation  of  LCV  concerning  the  preliminary  results 
 discussed in D4.4. 

 For  D4.4,  we  were  still  using  the  Quartermaster’s  JSON  reporter  providing  SPDX  ids  for  each  inbound 
 license.  We  used  the  GitHub  APIs  to  retrieve  the  outbound  license,  which  also  provides  an  SPDX  id. 
 This  approach  did  not  highlight  the  need  to  have  a  conversion  tool  able  to  convert  license  names  into 
 a standard. 

 The  main  issue  found  by  XWiki  using  the  LCV  service  while  using  license  names  expressed  in  the 
 <license>  tag  in  the  pom.xml  has  been  this  conversion  from  license  names  to  SPDX  ids.  Therefore, 
 we focus on the development of the function that converts verbose license names to SPDX.  

 3.6  Validation work and results 
 To  validate  the  current  approach  and  test  the  correctness  of  the  conversion  to  SPDX  functionality, 
 while  we  were  waiting  for  the  complete  integration  of  the  license  detector  plugin  in  the  Kubernetes 
 cluster,  we  retrieved  the  outbound  license  declared  by  the  developers  using  pypi.org  as  a  package 
 repository.  

 The  validation  work  consisted  of  retrieving  the  outbound  licenses  for  the  whole  set  of  pypi.org 
 packages (320 638), listed by the  simple  package  ,  an index of pypi.org. 

 We  created  the  Pypi  license  collector  ,  that  through  heavy  use  of  the  REST  API  call 
 https://pypi.org/pypi/"+packageName+"/json  ,  looping  through  the  whole  list  of  pypi  packages,  retrieves 
 the declared outbound license, tries the conversion into SPDX, and stores the results in a log. 

 When  a  license  name  is  not  converted,  the  Pypi  log  parser  will  save  this  result  in  a  different  log,  which 
 helped  the  quality  improvement  of  the  ConvertToSPDX()  function,  which  is  then  usable  from  the  LCV’s 
 endpoint  /ConvertToSPDX  .  The  improvements  were  mainly  made  by  increasing  the  list  of  aliases 
 used  by  the  static  mapping  function  ,  and  increasing  the  number  of  keywords  used  by  the  dynamic 
 mapping function  (that will be updated with a dictionary  approach). 

 After  the  whole  collection,  we  sadly  found  out  that  many  licenses  are  declared  without  specifying  the 
 version.  However,  this  particular  behaviour  seems  to  be  allowed  by  Pypi  itself;  when  creating  a  new 
 package,  it  seems  one  of  the  suggested  options  is  to  specify  the  license  name  without  the  version 
 number.  It  is  possible  that  not  specifying  the  license  version  implies  that  the  last  version  is  used.  We 
 tried  to  dialogue  with  the  Pypi  people  through  their  mailing  list  to  ensure  our  interpretation  was  correct, 
 but  we  did  not  receive  any  response.  When  the  license  detector  is  fully  integrated,  it  is  essential  to 
 know  what  we  must  assume  for  licenses  without  a  specific  version  to  perform  license  compliance 
 assessments. 

 Note:  to  provide  an  accurate  statistical  view,  we  need  to  analyze  the  retrieved  data  further  since  we 
 moved to the  Debian API data scraping  , which presents  an entirely different scenario. 

 FASTEN  Grant Agreement N° 825328  10 

https://pypi.org/simple/
https://github.com/fasten-project/LCV-CM/blob/maven-use-case/src/LCV/PYPI_license_collector.py
https://pypi.org/pypi/%22+packageName+%22/json
https://github.com/fasten-project/LCV-CM/blob/maven-use-case/src/LCV/PYPI_log_parser.py
https://github.com/fasten-project/LCV-CM/blob/maven-use-case/csv/spdx-id.csv
https://github.com/fasten-project/LCV-CM/blob/maven-use-case/src/LCV/LCVlib/VerboseLicenseParsing.py#L127-L464
https://github.com/fasten-project/LCV-CM/blob/maven-use-case/src/LCV/last_dict_approach.py
https://github.com/fasten-project/LCV-CM/blob/maven-use-case/src/LCV/last_dict_approach.py
https://github.com/fasten-project/Debian-license-collector


 D6.5 Validation report number three 

 3.7  Quality Model 
 The  main  focus  of  all  development  work  has  been  on  the  Java  use  case.  The  FASTEN  pipeline  is 
 currently being extended to the C & Python ecosystem.  

 3.7.1  Java 

 Characteristic  Sub-characteristic  License Detector 
 Plugin 

 License 
 Feeder 

 LC 
 V 

 Functional Suitability  Functional Completeness  4  4  5 

 Functional Correctness  4  4  5 

 Functional Appropriateness  4  4  5 

 Compatibility  Co-existence  4  4  5 

 Performance 
 Efficiency 

 Time-behavior  4  4  5 

 Usability  Appropriateness 
 recognisability 

 4  4  5 

 Learnability  4  4  5 

 Operability  4  4  5 

 Reliability  Maturity  4  4  5 

 Portability  Installability  4  4  5 

   

 3.7.2  Debian 

 Characteristic  Sub-characteristic  License Detector 
 Plugin 

 License 
 Feeder 

 LC 
 V 

 Functional Suitability  Functional Completeness  3  4  3 

 Functional Correctness  3  4  3 

 Functional Appropriateness  3  4  3 

 Compatibility  Co-existence  3  4  3 

 Performance 
 Efficiency 

 Time-behavior  3  4  3 
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 Usability  Appropriateness 
 recognisability 

 3  4  3 

 Learnability  3  4  3 

 Operability  3  4  3 

 Reliability  Maturity  3  4  3 

 Portability  Installability  3  3 

 3.7.3  Python  

 Characteristic  Sub-characteristic  License Detector 
 Plugin 

 License 
 Feeder 

 LC 
 V 

 Functional Suitability  Functional Completeness  3  4  3 

 Functional Correctness  3  4  3 

 Functional Appropriateness  3  4  3 

 Compatibility  Co-existence  3  4  3 

 Performance 
 Efficiency 

 Time-behavior  3  4  3 

 Usability  Appropriateness 
 recognisability 

 3  4  3 

 Learnability  3  4  3 

 Operability  3  4  3 

 Reliability  Maturity  3  4  3 

 Portability  Installability  3  4  3 

 3.8  Recommendations 
 3.8.1  Recommendations from the previous reporting period 
 The  main  recommendations  from  the  integration  and  validation  work  in  the  previous  reporting  period 
 were  linked  to  the  build  graphs,  a  method  that  has  since  been  disregarded  for  the  license  detection. 
 The  other  recommendation  was  built  around  completing  a  framework  on  license  information,  which 
 was addressed with the development of LCV. 

 FASTEN  Grant Agreement N° 825328  12 



 D6.5 Validation report number three 

 3.8.2  Recommendations from the current reporting period 
 The  final  reporting  period  should  have  its  major  focus  on  completing  the  integration  of  all  pipeline  tools 
 connected to the Java Use Case.  

 ●  Finalize  the  deployment  of  the  Java  License  Detection  and  Feeder  and  run  the  entire  pipeline 
 with LCV 

 ●  Extend the FASTEN pipeline to the Debian and Python use cases 
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 4  Use case: SIG 
 4.1  Introduction 
 Within  the  FASTEN  project,  SIG  is  an  example  of  a  so-called  Tool  Integrator  [2],  aiming  to  use 
 FASTEN  services  as  part  of  their  proprietary  tooling  offering.  A  client  of  such  tooling  will  be  an 
 application developer that wants to get a broad insight into the technical properties of an application. 

 SIG’s  focus  within  the  FASTEN  project  is  on  application-level  risk  assessment.  One  of  the  goals  is  to 
 determine  the  risk  for  an  application  using  open  source  libraries.  The  following  use  cases  have  been 
 defined by SIG: 

 UC1  Evaluate  the  application-level  risk  considering  a  list  of  claimed  transitive  dependencies  and  report 
 the  risk  profile.  This  evaluation  may  cover  one  or  several  risk  aspects  (such  as  security,  code  quality, 
 library  freshness,  etc.).  The  evaluation  is  an  aggregate  of  the  risks  of  the  involved  libraries,  based  on 
 the  actual  usage  of  the  libraries  within  the  customer  application.  The  aggregation  of  the  results  is  done 
 by the Risk Analyzer, which is part of the FASTEN services (but may be executed locally). 

 UC2  Risk  monitoring  based  on  client  code  base  change.  When  a  client  application  introduces  new 
 dependencies,  removes  or  updates  existing  dependencies,  and  changes  the  way  it  uses  the 
 dependencies  in  application  code,  the  service  updates  the  risk  profile  for  the  application.  This  is  the 
 incremental version of UC1. 

 UC3  Risk  monitoring  based  on  software  ecosystem  change.  Changes  in  the  library  ecosystem  may 
 impact  the  dependent  applications.  When  the  FASTEN  tools  publish  dependency  related  changes,  the 
 SIG  Tool  can  update  the  risk  profile  for  the  monitored  application(s)  and  recommend  update 
 candidates.  The  tool  can  then  continuously  (periodically)  monitor  the  change  of  the  application’s  code 
 base and show the historical changes of the risk profile for the monitored application. 

 The  key  industrial  evaluation  partner  for  this  chapter  is  the  SIG  organization  itself:  some  background 
 information  about  SIG  can  be  found  at  https://www.softwareimprovementgroup.com/about/  ,  but  a  brief 
 summary of its core activities is: 

 “We  deliver  actionable  advice  using  a  combination  of  our  technology,  scientific  methodologies  and 
 software  engineering  expertise  to  measure,  monitor  and  analyze  the  source  code  and  architecture  of 
 your  applications.  Our  experts  then  provide  the  recommendation  on  how  to  make  them  fit  for  (future) 
 purpose.” 

 Hence,  the  development  of  the  use  cases,  tooling  and  evaluation  of  the  success  of  adoption  of 
 FASTEN  tooling  is  conducted  into  that  context.  More  specifically,  integration  and  evaluation  of 
 FASTEN  tooling  will  focus  on  how  it  can  contribute  to  improving  the  user  experience  of  the  customers 
 of SIG that use the Sigrid™ Software Assurance Platform  to support their application development. 1

 1  https://www.softwareimprovementgroup.com/solutions/sigrid-software-assurance-platform/ 
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 4.2  Integration objectives for the period 
 The  objectives  of  this  deliverable  w.r.t.  to  the  SIG  contributions  are:  “  focus  on  exploiting  information 
 regarding  the  libraries  that  software  depends  on  for  more  accurate  analysis  of  both  the  quality  and  the 
 risks  of  software  systems.  Main  goal  of  SIG  in  WP3  is  to  translate  the  technical  achievements  of  the 
 FASTEN project into practical knowledge for software development in organizations.  ” 

 The  purpose  of  task  6.5  (that  produced  the  results  in  this  deliverable)  have  been  defined  as:  “  validate 
 the  integration  of  the  tools  and  techniques  developed  in  various  work  packages  (and  especially  WP3), 
 and to demonstrate the practical feasibility and applicability to industrial/enterprise software systems.  ” 

 More specifically: 

 1.  Integrate FASTEN services with the real-world software-analysis tooling that SIG employs. 
 2.  After  this  integration,  in  this  task  the  practical  applicability  of  the  FASTEN  services  and 

 especially risk analysis will be evaluated: 
 o  By  application  on  both  open-source  and  large-scale  enterprise  software  applications, 

 and 
 o  Validating the results with the respective developers for several applications. 

 4.2.1  Approach 
 The  purpose  of  the  integration  activities  is  to  test  how  the  FASTEN  components  can  be  integrated  with 
 other  tools  and  applied  in  realistic  situations.  In  this  period,  we  have  mostly  tested  the  components 
 and  infrastructure  in  realistic  situations,  and  based  on  those  results  investigated  how  attractive 
 integration with existing tools may be. 

 Evaluation activities 
 The evaluation activities can be distinguished in two categories: 

 1.  Collecting/building  up  the  relevant  input  data  for  all  subjects  (packages)  to  be  investigated: 
 this  relies  mostly  on  the  existing  FASTEN  components  that  populate  the  FASTEN  Knowledge 
 Base. 

 2.  Collect  application  artefacts:  for  a  specific  application,  based  on  its  code,  detect  all 
 dependencies  and  generate  call  graphs  for  both  the  application  and  the  dependencies:  this 
 required development of a tool, based on the existing ‘Maven plugin’: RAPID Maven plugin. 

 3.  Quality  and  risk  analysis  of  all  application  artefacts,  and  the  generation  of  reports:  this 
 required development of the RAPID tool, which also integrates SIG-specific quality models. 

 4.  Running the tool set on a benchmark of test applications 
 5.  Validating  the  results,  both  by  inspection  and  review  by  application  experts,  and  by 

 comparison with other tools. 

 The remainder of this chapter reports on the above activities and their outcomes. 
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 Subject of evaluation 
 The following FASTEN components have been subject to our testing: 
 COMPONENT NAME  DESCRIPTION  WP 

 javacg-opal  Call graph generator for Java packages  WP1 

 FASTEN KB  The FASTEN Knowledge Base.  WP2 

 vulnerability-producer, 
 vulnerability-statements-proces 
 sor, 
 vulnerability-packages-listener 

 Gathers, enriches and publishes vulnerability information 
 to a Kafka topic (producer) and then injects the 
 vulnerability information into the FASTEN KB. 

 WP3 

 rapid-integration-tools  A set of integration tools to create, merge, reduce, and 
 enrich call graphs for a local (proprietary) project and all its 
 transitive dependencies. Includes the RAPID Maven 
 plugin. 

 WP6 

 quality-analyzer  Plugin that generates quality (code/maintainability) metrics 
 as part of the FASTEN KB. 

 WP3 

 RAPID  RAPID is a quality analysis application developed by SIG 
 by integrating proprietary quality models. 

 WP3 & WP6 

 Test cases 
 As  part  of  our  evaluation,  we  have  tested  RAPID  on  a  small  but  diverse  set  of  applications,  all  mostly 
 written  Java,  and  using  Maven  for  package  management.  The  intention  is  to  have  both  open-source 
 and  commercially  developed  systems,  for  various  domains  and  of  various  sizes.  This  table  shows  the 
 key characteristics: 

 System name  Short name  URL (if applicable)  Approx. lines of Java code 

 AxonFramework  axonframework  https://axoniq.io/  35 KLOC 

 Checkstyle  checkstyle  https://checkstyle.org/  35 KLOC 

 Apache Maven  maven  https://maven.apache.org/  65 KLOC 

 Apache Hadoop  hadoop  https://hadoop.apache.org/  850 KLOC 

 Customer System 1  Elysium*  customer confidential  30 KLOC 

 Customer System 2  Manto*  customer confidential  35 KLOC 

 *:  these  system  names  (as  well  as  their  component  parts  that  appear  in  this  report)  have  been 
 replaced by pseudonyms (from ancient mythology). 
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 Clearly,  Hadoop  is  an  outlier  in  the  sense  that  it  is  a  very  large  codebase.  That  will  help  us  to  evaluate 
 how  well  the  whole  analysis  pipeline  is  scalable,  and  suitable  for  systems  in  the  larger  category.  All 
 tested systems have a size above the median system size (30 KLOC) in the SIG benchmark. 

 The  following  chart  shows  for  each  of  these  systems  the  number  of  modules,  and  how  many  of  them 
 respectively  did,  and  did  not  build  during  the  first  step  of  our  analysis.  For  the  two  customer  systems, 
 Elysium  and  Manto  ,  there  are  several  modules  that  require  packages  from  an  internal  Maven 
 repository  (at  the  customer  site);  these  packages  were  not  available  at  the  time  of  testing.  For 
 AxonFramework  ,  only  one  module  could  not  be  built:  Axon  Integration  tests  .  This  is  related  to  a 
 configuration  issue  where  building  the  test  jar  conflicts  with  building  the  project  jar.  But  this  module  is 
 not a part of the production code, and hence could be excluded anyhow. 

 4.2.2  Scope 
 In  the  concrete  execution  of  the  above  goals,  most  of  the  efforts  were  spent  on  the  first  step,  which 
 involved  the  integration  of  the  various  FASTEN  tools  and  services  developed  by  other  work  packages, 
 which in some cases suffered delayed delivery. 

 This influenced several decisions about the scope of the work: 

 ●  Focus  on  testing  Java/Maven  projects  only,  since  only  that  part  of  the  pipeline  was  ready;  it 
 stands to reason that adding C and Python later will not reveal major new challenges. 

 ●  We  focused  mostly  on  vulnerability  detection;  this  is  the  most  challenging  use  case  that  also 
 exploits  the  unique  aspects  of  FASTEN.  Adding  e.g.  maintainability  is  relatively 
 straightforward. 

 ●  Rather  than  spending  a  lot  of  effort  on  building  software  for  integration  with  existing  tools,  we 
 focused  on  testing,  comparing  and  validating  FASTEN  results;  further  development  effort  for 
 actual  integration  with  SIG  tooling  can  be  spent  outside  of  the  FASTEN  project,  when  the 
 benefits  are  considered  sufficiently  worthwhile.  Note  that  the  original  FASTEN  project  plan 
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 mentioned  possible  integration  of  the  tooling  with  the  SIG  ‘Better  Code  Hub’  tool.  Better  Code 
 Hub  has  since  been  planned  to  be  merged  into  SIG’s  broader  software  assurance  platform 
 called Sigrid. Hence, our integration activities are now focused on Sigrid. 

 ●  To  reduce  dependency  on  the  central  FASTEN  pipeline  and  Knowledge  Base  during  our 
 integration  efforts,  we  developed  the  ability  to  have  an  alternative  local  deployment  of  the  full 
 set  of  FASTEN  components.This  functionality  was  also  needed  to  support  the  requirement  we 
 identified  early  in  the  project  that  analysis  of  an  application  can  take  place  without  uploading 
 (proprietary)  application  code  to  a  central  FASTEN  infrastructure.  In  this  task,  while 
 considering  customer  systems,  we  also  encountered  the  situation  that  some  of  the  packages 
 that  an  application  depends  on  may  be  proprietary  code  as  well;  so  local  execution  of  the  full 
 analysis pipeline must be possible. 

 ●  With  respect  to  the  application  of  the  analysis  results,  several  scenarios  are  possible;  the 
 current  focus  is  on  assessment  of  the  ‘as-is  situation’:  analysis  of  the  quality  and  risk  of  the 
 current  system.  An  example  of  other  (future)  scenarios  is  the  generation  of  (alternative) 
 solutions, such as advice on what is the best version to upgrade to. 

 In  this  chapter  we  describe  how  the  objectives  have  been  realized  with  the  FASTEN  toolkit,  some 
 results of applying the tools to realistic software systems, and an evaluation of the tool outcomes. 

 4.3  Integration work 
 4.3.1  Description of the analysis pipeline 
 Although  the  development  of  the  tools  in  the  analysis  pipeline  is  part  of,  and  documented  by,  other 
 work  packages,  we  will  here  provide  a  brief  description  of  the  setup  that  we  have  used  for  the 
 evaluation  process.  The  following  diagram  shows  the  components,  data  elements  and  dataflow  of  the 
 analysis process; we will next explain the key steps in the process: 

 The two key components that were developed to conduct the integration tests are: 

 1)  The  RAPID  Maven  plugin  :  this  creates  the  merged  and  reduced  call  graphs  for  a  complete 
 application.  This  can  be  done  locally,  so  that  no  (potentially  confidential)  information  about  the 
 application needs to be sent to the central FASTEN infrastructure. 

 ○  input: application source code and a POM file that is modified to enable the plugin. 
 ○  output:  both  merged  and  reduced  call  graphs  for  the  application,  where  the  application 

 can  be  subdivided  into  independent  (Maven)  modules,  in  which  case  for  each  module 

 FASTEN  Grant Agreement N° 825328  18 



 D6.5 Validation report number three 

 these  graphs  are  generated  separately.  The  call  graphs  are  JSON  files  with  quality 
 and  vulnerability  metadata  (metadata  only  available  for  dependencies  exist  in 
 FASTEN KB). 

 2)  The  RAPID App  : this analyses all input data, and generates  reports about the results 
 ○  input: merged and reduced call graphs, metadata from the FASTEN KB 
 ○  output: various reports, most are generated per module: 

 i)  reachable  and  unreachable  packages  (i.e.  packages  that  can  -not-  be 
 reached through a call chain from the application to any code in the package). 

 ii)  CGreport.html:  contains  general  information  about  the  module  and  its  call 
 graph 

 iii)  Maintreport.html:  contains  metrics  and  analyses  about  the  maintainability 
 characteristics 

 iv)  Vulnreport.html:  contains  information  about  vulnerabilities  and  how  these  are 
 (not) reachable through the call graph. 

 Technical  details  about  the  above  components  can  be  found  in  deliverables  D3.5  to  (the  upcoming) 
 D3.7. 

 The  total  analysis  process  comprises  the  following  steps  and  covers  (hence  tests)  the  following 
 components: 

 1.  Collecting/building up the relevant input data for all subjects (packages) to be investigated: 
 a.  Collecting the artefacts, eg. JAR files 
 b.  Building call graphs and inserting package data into the Knowledge Base 
 c.  Analyzing artefacts to define and store meta-data in the Knowledge Base 
 d.  Collecting Vulnerability data and storing into the Vulnerability Database 

 2.  Collect application artefacts 
 a.  Collecting/creating the JAR files for the application 
 b.  Building call graphs for the application modules 
 c.  Analysing which dependencies the application has 
 d.  Merging the call graphs for the application and all its dependencies 

 3.  Quality and risk analysis 
 a.  Analysis  of  the  full  application  (call  graph)  including  all  its  indirect  dependencies;  this 

 includes  both  the  complete  call  graph  of  the  application,  and  the  reduced  call  graph, 
 which is pruned from any nodes that cannot be reached from the application. 

 b.  Conduct analysis of maintainability characteristics and generate reports 
 c.  Conduct analysis of vulnerability characteristics and generate reports 

 Practical observations 
 While  executing  on  our  approach,  we  observed  several  facts  that  are  useful  data  points  for  further 
 improvements: 

 ●  To  conduct  an  analysis  of  the  call  graph  for  a  Java  application,  all  its  dependencies  must  be 
 collected,  according  to  the  POM  file  specification.  Although  in  theory,  it  is  possible  to  reimplement 
 dependency  resolution,  this  is  both  unpracticable  and  error-prone.  Hence  we  want  to  use  Maven 
 to  do  this;  but  this  requires  Maven  to  do  a  complete,  successful,  build,  which  requires  all  JARs  to 
 be available. 

 ●  To  construct  the  call  graph  for  an  application,  we  need  the  application  JAR  to  be  provided.  The 
 other  required  JARs  must  be  provided  as  well,  unless  they  can  be  retrieved  from  the  Maven 
 Central repository (Maven can do this automatically). 
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 ●  Currently,  call  graph  merging  (silently)  ignores  calls  that  cannot  be  handled  because  they  are  not 
 supported  by  the  selected  dependency  (perhaps  another  version  of  the  dependency  does  support 
 that  call).  This  situation  should  be  detected,  especially  if  we  want  to  signal  that  rework  is  needed 
 when  the  application  wants  to  use  that  particular  library.  A  similar  situation  may  occur  if  the 
 parameters of a callable do not match those of the call. 

 ●  As  part  of  processing  and  presenting  the  results,  we  have  experimented  with  usage  of  NEO4J;  a 
 graph  database  and  toolset  that  supports  querying  and  visualization  of  graphs,  hence  has  the 
 opportunity  to  ease  and  reduce  the  amount  of  work  involved  in  processing  the  results.  However, 
 we  have  experienced  that  the  visualization  capability  of  NEO4J  is  not  very  scalable  for  the  graph 
 sizes we deal with. 

 4.4  Validation objectives for the period 
 In  this  section,  we  discuss  the  validation  objectives,  in  particular  we  discussed  what  validation  criteria 
 we  have  identified  and  investigated.  These  criteria  have  been  selected  as  the  key  concerns  that  would 
 either  merit  the  adoption  of  FASTEN  tooling  (i.e.  higher  accuracy  and  results  that  are  relevant  in 
 practice), or prohibit (especially if the analysis would not scale up for -very- large enterprise systems): 

 4.4.1  Validation Criteria 
 One  of  the  purposes  of  this  deliverable  is  to  provide  an  understanding  of  the  characteristics  and 
 capabilities of the tool, based on applying it to multiple software systems. 

 Accuracy 
 How  well  do  the  measurements  work  compared  to  some  objective  ground  truth  ?  A  first  question  to 
 answer  is:  is  it  possible  to  determine  such  a  ground  truth  (this  is  also  referred  to  as  trueness  instead  of 
 accuracy)?  For  vulnerabilities  this  is  probably  possible,  where  other  quality  &  risk  measurements 
 cannot be compared to an objective reference value. 

 Scalability 
 The  FASTEN  toolkit  aims  at  conducting  fine-grained  analysis  of  call-graphs  of  real-world  software 
 systems;  this  is  inherently  a  computationally  expensive  exercise:  so  one  key  question  is  whether  the 
 tools  are  sufficiently  scalable  to  be  applied  to  medium-  to  large  software  systems.  In  the  SIG  Software 
 Analysis  Warehouse,  which  contains  over  5000  industrial  software  systems,  the  size  of  the  systems 
 follows  a  log-normal  distribution,  with  an  average  system  size  of  230  KLOC,  and  a  median  system  size 
 of 30 KLOC. 

 So  we  want  to  test  that  the  tools  run  smoothly  on  a  median  system  size  of  30  KLOC,  and  have  no 
 issues handling the average system size of 230 KLOC. 

 Relevance 
 Just  as  important  as  being  theoretically  correct,  it  is  important  that  the  output  of  the  tools  is  useful, 
 and/or  provides  a  fair  insight  into  the  actual  real-world  situation,  or  perspective.  one  way  to  test  this,  is 
 to compare tool outcomes to opinions from stakeholders. 
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 4.5  Validation work and results 
 In  this  section  we  first  describe  the  set  of  systems  on  which  we  have  tested  the  tools,  then  discuss  the 
 evaluation of Accuracy, Scalability and Relevance, and finally summarize the results of the evaluation. 

 4.5.1  Evaluating accuracy 
 With respect to accuracy, we consider two aspects: 

 ●  False negatives: the vulnerabilities that do exist but are not reported 
 ●  False positives: the vulnerabilities that are reported but do not exist in reality 

 To  test  accuracy  in  a  real-world  example,  we  compare  the  results  of  the  RAPID  prototype  with  a 
 proprietary  tool  that  uses  OSS  Index  (by  Sonatype,  [ossindex.sonatype.org])  as  its  source  of 
 vulnerability.  Since  this  tool  is  not  available  for  third  parties,  we  will  just  refer  to  this  as  Vulnerability 
 Detection  Tool,  VDT.  VDT  does  not  do  any  form  of  call  graph  analysis.  The  test  case  is  system 
 (code-named)  Elysium  , which is a commercial Java application  from one of SIG’s customers. 

 We distinguish the following categories of vulnerabilities: 

 1.  Unmapped  vulnerabilities  :  these  vulnerabilities  have  not  been  mapped  to  source  code,  and 
 hence potentially apply to any code executed within the package. 

 a.  in a  reachable  package  : a call chain has been found  to that package 
 b.  in  unreachable  package  :  a  package  that  is  listed  as  a  dependent,  but  no  call  chain 

 from the application to  any code  in that package has  been found. 
 2.  Mapped  vulnerabilities  :  these  vulnerabilities  have  been  mapped  to  specific  source  code 

 locations, and can hence be mapped to call graph nodes 
 a.  reachable  vulnerabilities  :  these  are  vulnerabilities  for  which  there  is  a  call  chain  from 

 the  application  to  that  specific  node  (so  even  when  the  package  where  the  mapped 
 vulnerability  exists  can  be  reachable,  the  specific  node  may  never  be  called  from  the 
 application) 

 b.  unreachable vulnerabilities  : 

 Important  note:  the  above  qualifications  of  ‘reachable’  and  ‘unreachable’  are  subject  to  the 
 inherent  inaccuracy  of  the  call  graph  analysis  :  it  is  known  that  call  graphs  are  an  approximation  of 
 the  actual  call  paths  at  run-time:  the  call  graphs  contain  many  paths  that  will  never  appear  during 
 execution,  and  may  also  miss  some  of  the  calls  that  can  happen.  These  are  sources  of  false  positives 
 and negatives that are hard, or even impossible, to verify. 

 Results 
 The  following  table  shows  a  summary  of  the  analysis  results  for  one  application,  Elysium.  The  table 
 lists  all  direct  and  indirect  packages  with  vulnerabilities  for  that  application.  We  first  explain  the 
 columns: 

 1.  Package  name  and  package  version  point  to  the  identified  package.  Note  that  in  theory 
 there  could  be  multiple  versions  of  the  same  package  included  in  the  set  of  dependencies  (not 
 in  this  case).  Also  a  package  may  be  listed  multiple  times  if  it  contains  different  combinations 
 of mapped/unmapped and reachable/unreachable vulnerabilities 

 2.  The  mapped  column  (TRUE  or  FALSE)  indicates  whether  the  listed  vulnerabilities  are 
 mapped or unmapped vulnerabilities. 
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 3.  The  call  chain  found  column  can  have  3  values:  for  unmapped  vulnerabilities,  this  is  Not 
 Applicable  (NA).  For  mapped  vulnerabilities,  it  is  TRUE  if  there  is  at  least  one  call  chain  from 
 the  application  code  to  vulnerable  code,  and  FALSE  if  there  is  no  complete  call  graph,  or  no 
 path from the application code to the vulnerable code. 

 4.  The  column  ‘  #reachable  /  #total  ’  shows  how  many  package  instances  there  are  in  total,  and 
 how  many  of  these  packages  are  reachable  (i.e.  at  least  one  call  chain  found  from  the 
 application code to code in that package). 

 5.  The  vulnerabilities  column lists all CVE codes that  apply to that specific row. 

 Package name 
 Package 
 version  mapped 

 call chain 
 found 

 #reachable / 
 #total  Vulnerabili�es (CVE ids) 

 com.google.guava: guava  28.2-jre  FALSE 
 NA  1/1  2020-8908 

 com.thoughtworks.xstream: 
 xstream 

 1.4.17  FALSE 
 NA  70/70  2021-39139, 2021-39140, 2021-39141, 

 2021-39144, 2021-39145, 2021-39146, 
 2021-39147, 2021-39148, 2021-39149, 
 2021-39150, 2021-39151, 2021-39152, 
 2021-39153, 2021-39154 

 commons-io: commons-io  2.6  TRUE 
 FALSE  1/1  2021-29425 

 io.ne�y: ne�y-codec  4.1.65.Final  FALSE 
 NA  18/22  2021-37136, 2021-37137 

 net.minidev: json-smart  2.3.1  FALSE 
 NA  9/11  2021-27568 

 org.apache.ant: ant  1.10.9  FALSE 
 NA  4/4  2021-36373, 2021-36374 

 org.apache.thri�: libthri�  0.13.0  FALSE 
 NA  9/11  2020-13949 

 org.elas�csearch: 
 elas�csearch 

 7.13.3  FALSE 
 NA  3/3  2021-22145, 2021-22146, 2021-22147 

 org.jsoup: jsoup  1.13.1  FALSE 
 NA  2/2  2021-37714 

 The  above  table  tells  us  that  the  application  uses  (directly  or  indirectly)  9  packages  with  known 
 vulnerabilities.  All  these  packages  are  reachable  from  the  application  (although  not  for  all 
 instantiations  of  the  packages).  Only  for  the  ‘commons-io’  package,  its  vulnerability  could  be  mapped 
 to  source  code  (not  visible  in  the  table,  but  it  was  mapped  to  2  source  code  locations).  However,  for 
 both  these  source  code  locations,  no  call  chain  was  found  from  the  application,  so  it  can  be  expected 
 that  this  vulnerability  will  not  appear  when  running  the  application  (under  the  assumption  that  the  call 
 graph is sufficiently complete). 

 For  validating  these  results,  we  compare  them  to  the  results  of  VDT  in  the  table  below.  The  compare 
 column  summarizes  the  difference  between  the  two:  ‘-’  means  that  RAPID  did  not  report  a  vulnerability 
 that VDT did, ‘=’ there is no difference, ‘+’ means that RAPID reported a vulnerability that VDT did not: 
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 package  VDT version  RAPID version 
 vulnerable? 

 (VDT) 
 vulnerable? 

 (RAPID)  compare 

 com.fasterxml.jackson.core: 
 jackson-databind 

 2.10.3  2.11.4  Y  N  – [1] 

 com.google.guava: guava  28.2-jre  28.2-jre  Y  Y  = 

 com.thoughtworks.xstream: xstream  1.4.17  1.4.17  Y  Y  = 

 commons-io: commons-io  2.10.0  2.6  N  ? [2]  + [3] 

 io.ne�y:ne�y-codec  -  4.1.65.Final  N  Y  + [4] 

 net.minidev: json-smart [jar]  2.3.1  2.3.1  N  Y  + [5] 

 org.apache.ant:ant  -  1.10.9  N  Y  + [6] 

 org.apache.h�pcomponents: h�pclient  4.5.10  4.5.13  Y  N  – [1] 

 org.apache.thri�: libthri�  0.13.0  0.13.0  Y  Y  = 

 org.elas�csearch: elas�csearch  7.13.3  7.13.3  Y  Y  = 

 org.jsoup:jsoup  1.13.1  1.13.1  Y  Y  = 

 org.springframework.security: 
 spring-security-core 

 4.2.20.RELEASE  5.4.7  Y  N  – [1] 

 Footnotes: 

 [1]  VDT  detected  a  different  (older)  version  than  RAPID;  indeed  this  older  version  has  the  reported 
 vulnerabilities. 

 [2]  According  to  RAPID,  this  package  has  a  vulnerability,  but  no  call  chain  was  found  from  the 
 application to that vulnerable code; hence it may not occur in practice. 

 [3]  RAPID  has  detected  instances  of  several  versions  of  this  package;  including  the  2.10.0  version  for 
 which there are no known vulnerabilities, but the 2.6 version  does  have associated vulnerabilities. 

 [4]: This package is not detected at all by VDT 

 [5]  Although  VDT  has  detected  the  same  version  of  the  same  package,  it  did  not  list  it  as  vulnerable, 
 because  OSSindex  has  not  listed  that  vulnerability.  because  the  Vulnerability  Database  is  scanning 
 multiple sources, it can be more complete. 

 [6]  This  vulnerability  is  not  listed  by  VDT,  since  it  excludes  packages  that  are  only  used  at  build  time.  It 
 can  indeed  be  stated  that  executing  the  application  will  not  cause  this  vulnerability  to  appear,  but  it 
 cannot be ruled out in general that it can appear during development. 

 Summarizing:  RAPID  reported  9  potentially  vulnerable  packages,  4  of  these  were  not  reported  by  VDT. 
 VDT  did  report  3  additional  packages  with  vulnerabilities;  in  all  these  cases  this  is  caused  because 
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 VDT  detected  a  different  (older)  version,  which  indeed  has  vulnerabilities  that  are  not  in  the  newer 
 version  that  RAPID  has  detected.  At  this  point  there  is  no  absolute  certainty  yet,  but  it  is  to  be 
 expected  that  RAPID’s  approach  to  finding  the  version  of  the  dependencies  is  more  accurate;  further 
 investigation  on  other  applications  should  substantiate  this  assumption.  For  one  of  the  detected 
 vulnerabilities,  RAPID  was  able  to  map  it  to  a  code  location  (in  fact  2  code  locations),  but  the  call 
 graph  shows  no  call  chain  from  the  application  to  the  vulnerable  code  locations,  hence  it  is  likely  that 
 the application will not suffer from that vulnerability. 

 Further  (this  is  not  visible  in  the  table),  several  modules  in  the  application  have  declared  dependencies 
 to  which  no  single  call  chain  exists,  hence  any  vulnerabilities  in  those  packages  could  be  considered 
 false  positives.  However,  in  this  application,  those  same  vulnerable  packages  are  in  fact  called  by 
 other modules; so the detected vulnerabilities  do  apply. 

 We conclude the following: 

 ●  RAPID  is  more  complete  than  VDT,  especially  if  our  assumption  that  it  more  accurately 
 detects the package versions is proven correct. 

 ●  The  RAPID  vulnerability  mapping  and  reachability  analysis  proves  relevant  already  in  this 
 modest application, where it helps to point to a (likely) false positive. 

 ●  Detection  of  unreachable  packages  may  be  a  relevant  technique  for  detecting  more  false 
 positives. 

 4.5.2  Evaluating scalability 
 We  have  collected  performance  data  during  the  analysis  process  of  the  test  set.  In  this  section  we  will 
 analyze  the  results  and  discuss  what  these  imply  for  the  scalability  of  the  tooling.  To  frame  the 
 discussion,  it  is  good  to  realize  that  the  analysis  processes  that  RAPID  conducts  are  inherently 
 computationally  intensive:  we  are  testing  systems  of  realistic  size,  which  have  a  significant  number  of 
 direct  and  indirect  dependencies  themselves.  Hence  the  processed  call  graphs  are  very  large:  e.g.  the 
 Hadoop  call  graphs  (our  largest  tested  system)  contain  19  million  nodes  and  400  million  edges. 
 Subsequently,  vulnerability  analysis  has  to  identify  all  possible  paths  from  all  application  nodes  to  all 
 vulnerabilities;  given  the  number  of  possible  paths,  this  step  might  very  well  have  a  computational 
 complexity  that  is  polynomial  or  exponential  in  the  size  of  the  graph,  in  which  case  scalability  would  be 
 in  danger.  Finally,  the  analysis  has  not  been  conducted  with  high-performance  languages  (namely 
 Java and Python), and on common desktop and laptop computers. 

 The analysis process consists of two main phases: 

 1.  Call  graph  generation  :  this  phase  first  creates  the  call  graphs  for  all  modules  and  packages, 
 and  subsequently  stitches  all  modules  with  their  dependent  packages,  resulting  in  the 
 so-called  merged  graph.  For  each  merged  graph,  a  reachability  analysis  is  done,  which  results 
 in  a  reduced  graph  that  contains  only  nodes  and  edges  that  can  be  reached  from  the 
 application  module.  In  this  phase  also  metadata  (such  as  quality  and  vulnerability  properties) 
 is added to the graphs. 

 2.  RAPID  analysis  :  Conduct  analysis  of  the  call  graphs;  this  tool  analyses  the  call  graphs,  and 
 generates  various  reports  that  reveal  several  characteristics  of  the  application  (modules). 
 Although  the  RAPID  tool  will  still  evolve  and  extend  until  the  end  of  the  project,  we  will  show 
 several  results  in  this  deliverable,  in  particular  those  that  are  aimed  at  end-users  of  the  tool 
 and/or have potential for integration in the SIG workflows or products. 

 Call graph generation times 
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 To  investigate  the  scalability  of  call  graph  generation,  we  compare  the  generation  time  with  various 
 measures of the size of the input: 

 ●  The number of nodes of the merged graph 
 ●  The number of edges of the merged graph 
 ●  The size of the merged graph file (which contains all information about both nodes and edges) 
 ●  The number of nodes of the reduced graph 
 ●  The number of edges of the reduced graph 
 ●  The  size  of  the  reduced  graph  file  (which  contains  all  information  about  both  nodes  and 

 edges) 
 ●  The number of nodes of the application graph 
 ●  The number of edges of the application graph 

 We have applied this analysis to all modules of all systems in our test set as separate data points. 

 For  each  of  these  charts,  we  have  drawn  two  trend  lines:  first  a  local  trend  line  (‘local  polynomial 
 regression  fitting’),  that  follows  the  general  trend  among  the  various  data  points:  this  is  a  solid,  colored 
 line,  with  a  grey  band  around  it  that  indicates  the  95%  confidence  interval  for  that  trendline.  The 
 second  trend  line  is  a  linear  regression  over  all  data  points  in  each  chart;  this  is  the  straight  dashed, 
 black line. 
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 From the above charts we draw the following conclusions: 

 ●  There is a large variety in graph sizes. 
 ●  For  merged  graphs,  14%  of  the  modules  is  –almost–  empty  (because  there  are  no  calls  to 

 dependencies  in  those  modules),  for  reduced  graphs  this  is  38%  (because  there  are  no  calls 
 to  reachable  vulnerabilities).  For  application  graphs,  17%  has  fewer  than  100  nodes  or  edges. 
 The file sizes follow the graph sizes. 

 ●  On  average,  all  analysis  times  follow  the  size  of  graphs  (nodes,  edges,  file  size)  linearly:  so, 
 the  call  graph  generation  is  not  polynomial  or  exponential  on  the  size  of  the  input  (or  at  least  it 
 does show so significantly for our test set which includes multiple large input modules). 

 ●  However,  most  charts  show  a  few  significant  outliers.  Only  the  number  of  nodes  in  the 
 application  graph  shows  a  consistent  linear  relation,  without  significant  outliers,  except  on  the 
 very  left  (in  cases  of  really  small  number  of  application  nodes,  but  a  large,  merged  graph).  But: 
 that  chart  is  dominated  by  very  few  data  points  corresponding  to  larger  application  graphs 
 (~10 out of almost 180). 
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 The  following  correlation  plot  also  shows  the  same  conclusion:  build  analysis  time  is  strongly 
 correlated  with  all  graph  size  measures,  but  seems  most  strongly  correlated  to  the  number  of  nodes  in 
 the application graph (which is not correlated with the size of the merged or reduced graphs). 

 Some more detailed observations about the graph generation process and its scalability: 

 ●  The data generation execution time consists of several components: 
 1.  Build time (source code to jar) 
 2.  Call  graph  generation  time  (from  application  jar  +  dependencies  jar  to  FASTEN  call 

 graph JSON) 
 3.  Call graph merging time (raw merged + reduced with reachability analysis)  
 4.  Export to disk time (REST API for metadata + Disk IO to write Jgrapht JSON). 

 The  impact  of  phase  2  on  overall  data  generation  time  of  modules  depends  on  whether  a 
 dependency  call  graph  has  already  been  generated  (in  which  case  the  existing  one  is  reused, 
 otherwise  it  needs  to  be  downloaded  or  generated  locally).  Hence,  if  two  modules  share 
 similar  dependencies,  the  second  to  build  could  gain  a  lot  of  time  by  reusing  generated 
 dependency  call  graphs.  Especially  in  larger  systems  such  as  Hadoop and Elysium  this  may 
 be a significant influence. 

 ●  For  graph  generation,  most  time  is  spent  on  the  reading  and  writing  of  (JSON)  data  from/to 
 disk. 

 ●  In  our  current  set-up,  all  graph  analysis  is  conducted  at  the  level  of  Maven  modules:  on  one 
 hand  this  is  good  for  performance,  since  (very)  large  applications  can  be  analyzed  piecewise, 
 per  module.  On  the  other  hand,  there  is  a  large  number  of  overlap  in  the  dependencies 
 between  modules  (this  already  starts  with  the  ‘inherited’  modules,  according  to  the  Maven 
 dependency  specification).  As  a  result,  a  lot  of  the  generation  and  analysis  of  the  stitched  call 
 graph  is  replicated  many  times  across  modules.  A  question  remains  what  the  trade-off  is 
 between  memory  usage  and  execution  time  when  combining  this  analysis  at  an  application 
 level  for  all  application  modules;  it  reduces  redundant  analyses,  but  if  the  total  data  structure 
 becomes too large, this may also have all kinds of performance penalties. 

 Overall,  we  can  be  confident  that  graph  generation  is  scalable,  as  graph  generation  times  increase 
 linearly  with  both  module  size  and  the  size  of  the  generated  call  graphs  (Note  that  the  size  of  the 
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 application  (graph)  and  the  merged  or  reduced  call  graphs  do  not  correlate  and  are  generally 
 independent). 

 RAPID graph analysis execution times 

 For  the  analysis  phase  of  RAPID,  we  have  analyzed  the  execution  times  for  the  modules  in  system 
 Elysium  , split over 3 different phases: 

 1.  parsing_JSON  : reading in the graph data from disk 
 2.  graphcreation  :  constructing  the  call  graph,  a  reversed  call  graph  (e.g.  used  to  navigate  from 

 vulnerable code back to application code) and calculating graph metrics 
 3.  analysevuln  :  the  actual  analysis  of  vulnerability  propagation  from  library  code  to  other  libraries 

 and application code. 

 The  following  chart  shows  the  time  spent  in  these  3  phases  for  the  Elysium  modules,  once  for  the 
 merged (i.e. complete) graph, and once for the reduced (i.e. reachable part of the) graph. 

 The  chart  shows  a  lot  of  variability,  especially  in  the  vulnerability  analysis  phase;  this  is  mostly  due  to 
 varying  number  of  vulnerabilities  among  different  libraries.  The  following  chart  summarizes  the  above 
 with  the  purpose  of  showing  how  the  effort  is  divided  among  the  three  phases.  The  chart  displays  this 
 for  both  reduced  graphs  and  merged  graphs.  On  the  left  side  this  is  shown  using  the  mean  execution 
 times  across  modules,  but  since  there  is  at  least  one  large  outlier,  on  the  right  hand  we  show  the 
 median values as well (but given the small number of datapoints, that is also not an ideal measure). 
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 Overall,  we  see  a  distribution  (especially  when  leaving  out  the  outlier  Baucis  )  of  the  execution  times  of 
 approximately 25% for JSON parsing, 25% for graph creation, and 50% for vulnerability analysis. 

 Finally,  we  look  at  the  relations  between  various  size  metrics  and  the  analysis  times  in  the  following 
 correlation plot: 

 This  plot  shows  that  the  overall  analysis  time  mostly  correlates  with  the  vulnerability  analysis  time  (we 
 already  saw  that  this  is  the  dominating  phase  w.r.t.  execution  time).  And  that  the  analysis  time 
 correlates mainly with the number of vulnerable application nodes. 

 The  next  chart  shows  the  relation  between  the  amount  of  vulnerable  nodes  and  the  analysis  time, 
 which  appears  mostly  linear  for  this  set.  Note  that  we  have  again  left  out  the  outlier  module  Baucis  , 
 which  has  many  more  vulnerable  application  nodes  (105)  and  a  much  longer  analysis  time.  With  the 
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 limited  set  of  data  points  (11  modules),  it  is  too  early  to  draw  strong  conclusions,  but  it  seems  the 
 analysis  times  do  not  grow  exponentially,  even  though  it  should  be  noted  that  the  current 
 implementation  requires  significant  amounts  of  time  (up  to  a  minute  in  the  case  of  reduced  graphs  for 
 the below set of modules). 

 Concluding,  with  some  additional  testing  on  a  larger  data  set  still  needed,  we  conclude  at  this  moment 
 that  graph  analysis  is  a  time/effort-consuming  process,  but  it  seems  to  scale  well,  in  the  sense  that 
 there  are  no  signs  that  execution  times  will  rise  in  a  polynomial  or  exponential  way  when  modules 
 become  (even)  larger.  This  is  partly  due  to  the  decomposition  of  systems  into  modules,  where 
 typically, larger systems will have proportionally many modules. 

 4.5.3  Evaluating Relevance 
 There  is  little  doubt  that  tools  that  reveal  (potential)  vulnerabilities  in  application  code  or  used  libraries 
 are  relevant  and  beneficial  to  developers.  Hence  here  we  focus  on  the  relevance  of  the  novel  ways 
 that FASTEN aims to improve on the state-of-the-art. 

 FASTEN aims to improve the accuracy of the status quo tools in at least three ways: 

 A.  It  uses  multiple  sources  for  the  identification  of  possible  vulnerabilities,  in  an  attempt  to  be  one 
 of the most complete sources, and improve on (i.e. reduce) false negatives. 
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 B.  It  considers  both  direct  and  indirect  dependencies  as  sources  of  vulnerabilities,  to  reduce  the 
 false negatives. 

 C.  It  aims  to  reduce  false  positives,  in  particular  by  removing  vulnerabilities  that  are  not  reachable 
 from the application code (this requires the FASTEN fine-grained call graph analysis). 

 With  respect  to  A.:  For  example,  net.minidev.json-smart  [version  2.3.1]  has  a  known  vulnerability 
 CVE-2021-27568,  that  is  not  listed  in  the  OSS  Index  database.  With  respect  to  B:  the  number  of 
 indirect  dependencies  is  typically  several  factors  higher  than  the  direct  dependencies.  We  also  see  in 
 our  tests  that  those  indirect  dependencies  contain  significant  numbers  of  reachable  vulnerabilities. 
 With  respect  to  C:  We  also  see  that  the  number  of  detected  vulnerabilities  can  be  reduced  when 
 filtering  out  unreachable  vulnerabilities  (i.e.  the  false  positives):  Although  in  our  test  case,  the  number 
 of  vulnerabilities  that  could  be  mapped  to  source  code  was  low  (only  for  one  of  the  found  packages), 
 for  that  mapped  vulnerability  no  call  chain  could  be  found,  hence  it  is  likely  that  this  not  a  relevant 
 vulnerability for the running application. 

 The  results  of  this  analysis  mean  that,  in  practice,  a  developer  gets  a  more  complete  list  of 
 vulnerabilities,  where  some  of  these  can  be  marked  as  ‘unreachable’,  hence  making  them  low-priority 
 issues. 

 Feedback from the interactions with SIG stakeholders 

 During  the  project,  the  SIG-FASTEN  team  has  repeatedly  reported  internally  to  the  company  about  the 
 goals  and  progress  of  the  FASTEN  project,  as  a  means  to  get  people  acquainted  with  the  concepts, 
 and  provide  them  with  opportunities  to  ask  questions  or  come  with  suggestions.  In  the  final  year  of  the 
 project,  we  started  to  have  more  formal  sessions  with  stakeholders  within  SIG.  We  have  documented 
 the  key  aspects  of  these  meetings,  in  particular  the  feedback  from  the  perspective  of  prospective 
 usage, and the lessons learned. A summary of these sessions can be found in Appendix A. 

 4.5.4  Summary of the evaluation 

 Evaluating the task objectives 

 We  present  the  objectives  of  task  6.5  (quoted  from  the  project  plan  in  italics)  and  discuss  the 
 conclusions we can draw about each of these: 
 ●  Integrate  FASTEN  services  with  the  real-world  software-analysis  tooling  that  SIG  employs  : 

 After  the  various  tests  and  interviews  we  conducted,  there  are  two  most  feasible  integration 
 scenarios:  (a)  SIG  tooling  directly  retrieves  information  from  the  FASTEN  KB,  in  particular 
 metadata  and  vulnerability  information.  This  would  probably  be  a  local  instance  of  the 
 FASTEN  KB,  since  this  provides  SIG  with  full  independence  of  third  parties.  (b)  SIG  tooling 
 depends  on  RAPID  for  retrieving  metrics  and  analysis  results.  Again,  it  is  likely  that  this 
 would  be  based  on  a  local  instance  of  the  FASTEN  infrastructure,  with  on-demand 
 downloading  and  analysis  of  libraries,  to  avoid  managing  a  database  of  complete 
 ecosystems.  Note:  SIG  has  not  committed  to,  nor  implemented  within  its  commercial 
 offerings, any of these scenarios at the time of this deliverable. 

 ●  The  goal  is  to  provide  a  service  that  can  be  used  by  external  developers  and  have  a  broad 
 applicability  :  In  addition  to  potential  integration  within  SIG  tools  and  the  Sigrid  platform, 
 FASTEN  is  developing  a  ‘fasten-web’  component  that  will  provide  a  web-based  interface  for 
 external users to explore results from the vulnerability- and other analyses. 

 ●  The  practical  applicability  of  the  FASTEN  services  and  especially  risk  analysis  will  be 
 evaluated,  by  applying  these  on  both  open-source  and  large-scale  enterprise  software 
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 applications,  and  validating  the  results  with  the  respective  developers  for  a  number  of 
 applications  :  We  have  run  our  tools  on  a  variety  of  software,  including  both  proprietary  and 
 open-source  software  from  various  domains  and  various  sizes.  So  far,  the  initial  results  of 
 the  RAPID  analysis  have  been  discussed  with  SIG  developers  and  consultants  (the  latter 
 representing  the  actual  developers  until  we  are  satisfied  with  –the  presentation  of–  the 
 results:  this  has  shifted  just  beyond  the  timeline  of  this  task).  These  activities  have  helped  to 
 identify  issues  e.g.  regarding  the  creation  of  call  graphs  from  -possibly  incomplete-  source 
 code,  and  the  presentation  and  relevance  of  certain  results.  Further  tests  and  validation 
 sessions will continue in the next phase. 

 Summarizing the evaluation criteria 
 Accuracy  : 

 The  tool  development  and  refinement  is  a  continuing  process,  but  currently  we  can  make  the  following 
 statements about the accuracy of the latest version of RAPID and the vulnerability detection: 

 ●  Our  manual  validation  of  a  subset  of  RAPID  results  suggests  that  all  suggested  vulnerabilities 
 are  true  positives  (i.e.  can  also  be  found  at  other  sources  such  as  the  Github  Advisory 
 Database or Open Source Insights). 

 ●  Since  multiple  vulnerability  databases  serve  as  input,  identification  of  vulnerabilities  can  be 
 more complete than most single databases 

 ●  RAPID is complete in the sense that it also considers all indirect dependencies. 
 ●  However,  this  does  require  the  ability  to  compile  dependencies  with  Maven,  otherwise 

 the set may be incomplete 
 ●  RAPID  can  suggest  potential  false  positives  in  case  a  vulnerability  can  be  mapped  to  source 

 code locations and these source code locations cannot be reached from the application: 
 ●  However,  the  accuracy  of  this  process  depends  on  several  factors,  such  as  the  correct 

 mapping  of  vulnerabilities  to  source  code,  being  able  to  create  a  complete  and 
 accurate call graph, 

 The  tool  cannot  determine  cases  where  a  vulnerability  may  be  shielded,  e.g.  by  code  that 
 conducts input sanitizing. 

 Scalability: 
 We  have  conducted  extensive  tests  on  the  duration  of  the  analysis  processes  and  the  size  of  the 
 results.  Although  these  are  both  substantial  (call  graphs  for  our  largest  test  system,  Hadoop  , 
 contain  over  19  million  nodes  and  400  million  edges),  they  are  acceptable  in  the  context  of 
 off-line  analysis,  and,  most  importantly,  do  not  appear  to  grow  exponentially  as  the  systems  to 
 analyze grow larger. 

 Relevance: 

 The  main  purpose  of  the  FASTEN  approach  is  to  gather  additional  information,  such  as  indirect 
 dependencies  and  call  graphs,  that  can  help  to  filter  and  annotate  the  raw  vulnerability  findings  so  that 
 they become more relevant for developers. 

 The  validation  of  this  goal  is  based  on  our  discussions  with  stakeholders  (both  representing  the  tool 
 developers  and  the  consultants/application  developers).  They  appreciate  improved  accuracy  of 
 findings,  and  suggestions  and  hints  that  can  help  them  to  analyze  the  applicability  of  vulnerabilities 
 (e.g.  by  showing  a  call  chain  from  the  application  to  the  vulnerable  code,  or  by  pointing  out  there  is  no 
 such path). 
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 Relation with the use cases: 

 Earlier  in  the  project  we  have  identified  three  use  cases,  as  a  means  to  specify  requirements  for  the 
 FASTEN KB (see section 4.1): 

 ●  UC1:  The  toolset  can  take  an  application  and  analyze  it  together  with  its  dependencies,  both 
 locally and as part of the FASTEN KB. 

 ●  UC2: Processing of updates to the application can be achieved by rerunning the tooling. 
 ●  UC3: Ecosystem changes will currently not automatically trigger re-execution of the tooling. 

 4.6  Recommendations 
 4.6.1  Recommendations from previous reporting period 

 ●  Regarding  JavaCGOpal:  For  the  SIG  use  cases,  other  features  are  needed  to  complete  local 
 analysis  of  the  application:  More  format  of  input.  Currently,  the  JavaCGOpal  command  line 
 tool  supports  only  Maven  coordinates  or  JAR  (class)  files.  To  locally  merge  call  graphs  of 
 dependencies  with  user  application’s  call  graph,  it  is  required  to  take  call  graphs  in  JSON  files 
 as inputs. A few other minor improvements have been identified as well. 
   this has been addressed in the current tool implementation 

 ●  More  validations  will  be  able  to  be  conducted,  once  the  data  in  the  MetadataDataBase  will  be 
 accessible through the REST API. 
   we have reported in this deliverable on some of  those validations 

 4.6.2  Recommendations from the current reporting period 
 ●  We  have  learned  that  -specifically  for  vulnerability  analysis-  the  number  of  potentially  useful 

 information  by  far  exceeds  human  mental  capacity  and/or  (useful)  visualization  limits:  so  a 
 major challenge is how to extract and visualize the most useful information. 

 ●  For  similar  reasons,  we  have  received  suggestions  to  present  specific,  detailed,  results  on  e.g. 
 vulnerabilities,  by  prioritizing  them,  so  that  developers  will  know  where  to  start  examining  and 
 exploiting the results first. 

 ●  The  topic  of  aggregating  and  presenting  the  maintainability  of  the  dependencies  (for  which  the 
 analysis  tools  are  generating  reports)  in  a  way  that  is  meaningful  to  developers  has  not  been 
 explored in the past period, but we see some opportunities there. 
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 5  Use case: XWiki 
 5.1  Introduction 
 The  XWiki  ecosystem  contains  many  extensions  in  various  repositories  with  an  advanced  dependency 
 resolution  system.  An  XWiki  instance  itself  is  a  distribution  of  a  subset  of  many  of  those  extensions, 
 assembled to form a product. The XWiki runtime needs FASTEN for two main purposes: 

 1.  To  gather  information  (security,  compliance,  etc.)  about  installed  extensions  to  warn  the  user 
 about issues 

 2.  To  serve  as  a  central  index  to  speed  up  search  and  dependency  resolution  among  available 
 compatible extensions. 

 During  the  reporting  period  we  introduced  metadata  to  associate  indexed  XWiki  extensions  with 
 components,  in  particular  rendering  macro  components.  The  FASTEN  XWiki  extension  was  also 
 started to push FASTEN specific information to the XWiki administrators. 

 The following use cases are of interest to the XWiki project: 

 ●  UC_BUILD  -  Build  time  validation:  without  any  build  time  check,  there  is  a  high  risk  of 
 discovering  only  after  a  release  whether  a  new  XWiki  version  actually  contains  a  known  risk 
 (security  flaw,  license  compliance  violation,  etc.)  in  one  of  its  dependencies.  By  using  the 
 FASTEN  Maven  plugin,  the  XWiki  project  can  define  a  strategy  to  produce  a  warning  or  stop 
 the  build,  depending  on  the  severity  of  the  risks  found  in  the  calls  graph  deduced  from  the  built 
 XWiki module. 

 ●  UC_COMPATIBLES_SEARCH  -  Only  display  compatible  extensions  in  the  search  result: 
 whether  or  not  an  available  extension  exists  and  in  which  version  depends  on  many  criteria 
 which  can  sometimes  take  a  long  time  to  calculate,  too  long  to  do  it  for  each  extension  during 
 the  search  process.  Having  a  central  index  with  all  the  available  extensions  dedicated  to  an 
 XWiki  instance  will  allow  having  a  pre-calculated  compatibility  flag  to  be  able  to  limit  the 
 search result to only the extensions that are usable in a specific context. 

 ●  UC_WARNINGS  -  Warn  a  XWiki  administrator  user  about  risks  found  in  the  dependencies  of  a 
 running  XWiki  instance:  it  is  very  important  for  the  administrator  of  an  XWiki  instance  to  know 
 quickly  when  one  of  the  extensions  that  was  installed  in  the  instance  can  cause  any  risk  to  this 
 instance. 

 ●  UC_MISSING_MACRO  -  Suggest  available  extensions  to  install  to  fix  missing  rendering 
 macros:  it's  common  to  import  content  coming  from  another  instance  of  XWiki  or  even  a 
 completely  different  kind  of  wiki  and  have  one  of  the  imported  pages  require  a  macro  which  is 
 not  installed  at  its  new  host.  The  goal  is  to  propose  directly  in  the  error  that  reports  on  a 
 missing macro, a choice of compatible extensions which can solve the issue. 

 ●  UC_AVAILABLE_MACRO  -  Allow  inserting  in  the  content  a  macro  coming  for  an  extension  not 
 yet  installed:  when  inserting  a  macro  in  the  content  of  a  page,  a  list  of  those  available  in 
 extensions  installed  in  the  XWiki  instance  is  proposed.  Proposing  also  macro  coming  for 
 available but not yet installed macro would be of great help to page writers. 

 The  progress  made  in  the  period  covered  by  this  report  (M25-M34)  on  each  use  case  is  detailed  in  the 
 following "Integration work" section. 
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 5.2  Integration objectives for the period 
 The main objectives for the period were: 

 ●  Adding  the  concept  of  components  to  the  index  of  available  and  compatible  XWiki  extensions 
 and  the  possibility  to  execute  advanced  filtering  on  it  as  a  backend  for  the  implementation  of 
 UC_MISSING_MACRO and UC_AVAILABLE_MACRO 

 ●  Starting to use the FASTEN Maven plugin in the XWiki build (UC_BUILD) 

 ●  Starting the FASTEN XWiki Extension as the basis for the implementation of UC_WARNINGS 

 5.3  Integration work 
 5.3.1  UC_BUILD 
 The  FASTEN  Maven  plugin  is  now  covering  most  of  the  planned  needs  of  the  XWiki  build, 
 unfortunately  it’s  not  released  yet.  That  makes  it  impossible  to  enable  in  the  official  XWiki  setup.  It 
 would  force  anyone  who  wants  to  build  XWiki  to  first  build  and  install  FASTEN  Core  and  the  FASTEN 
 Maven  plugin  from  source,  which  makes  it  an  important  pain  point  for  contributors  of  the  XWiki 
 Open-Source  project.  It  would  also  complicate  the  release  of  XWiki  since  it  means  removing  the  plugin 
 from the descriptors before releasing and putting it back. 

 5.3.2  UC_COMPATIBLES_SEARCH 
 This feature is complete and available in released versions of XWiki since XWiki 12.10. 

 This  screenshot  shows  the  result  of  all  existing  XWiki  extensions  compatible  with  an  XWiki  13.8 
 instance while writing this report. 
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 5.3.3  UC_WARNINGS 
 A  new  FASTEN  XWiki  extension  has  been  created  and  is  currently  using  the  FASTEN  Central  REST 
 API  to  gather  security  information  about  each  installed  extension.  The  extension  is  not  yet  usable  in  a 
 running instance of XWiki as the reporting to users is not finished. 

 It  starts  by  gathering  the  list  of  all  the  extensions  installed  in  the  XWiki  instance  and  for  each  one  ask 
 the metadata associated with the corresponding package and version. 

 The  next  step  for  this  extension  will  be  to  produce  user  notifications  as  soon  as  a  previously  unknown 
 vulnerability is identified in an installed extension. 

 5.3.4  New XWiki CVE policy 
 As  part  of  FASTEN  the  XWiki  project  started  a  policy  of  publishing  CVE  for  all  fixed  security 
 vulnerabilities  so  that  they  can  be  indexed  and  appear  in  security  analysis  involving  XWiki  modules 
 used as dependencies. 

 In that period, eight new CVE have been published in relation to XWiki modules. 

 5.3.5  UC_MISSING_MACRO 
 The  filtering  of  extensions  based  on  the  macro  name  is  implemented  and  has  been  released  in  XWiki 
 13.3 (M27). 

 The integration in the missing macro message is planned to be released as part of XWiki 13.10 (M36). 

 The  current  error  message  only  indicates  that  a  macro  does  not  exist  but  is  missing  a  way  to  easily 
 find all the extensions which provide this macro as a feature. 

 5.3.6  UC_AVAILABLE_MACRO 
 The  ability  to  list  all  macros  from  compatible  but  not  yet  installed  XWiki  extensions  has  been 
 implemented  and released with XWiki 13.3 (M27). 
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 The  integration  in  the  macro  picker  of  the  XWiki  WYSIWYG  is  planned  to  be  released  as  part  of  XWiki 
 14.0 (M37). 
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 5.4  Validation objectives for the period 
 Main validation objectives for this period were: 

 ●  Validate that recommendations for the previous period were applied 

 ●  Validation of the improvement added to the REST API 

 ◦  Public access and new API specifications 

 ●  Validate the new features of the FASTEN Maven plugin 

 ◦  Analyzers 

 ●  Continue validating other FASTEN components indirectly used by XWiki 

 ◦  fasten-core 

 ◦  javacg-opal 

 5.5  Validation work and results 
 No  FASTEN  tool  has  been  formally  released  yet,  so  the  validation  is  conducted  either  on  tools  built 
 locally (libraries) or on the current FASTEN Central server (REST API). 
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 5.5.1  fasten-core and javacg-opal 
 FASTEN  not  being  released  yet,  the  validation  was  conducted  from  a  local  build  of  those  two  modules 
 and  their  dependencies  in  the  context  of  unit  tests  (both  in  Eclipse  and  in  Maven  builds).  The  build 
 was  created  from  the  ̀develop`  branch  of  the  GitHub  repository  [fasten-project/faster] 
 (  https://github.com/fasten-project/fasten  ). Building  the project requires Maven and the JDK 11. 

 A  critical  piece  allowing  to  generate  call  graphs  has  been  modified  in  a  way  that  no  longer  allows 
 seeing  non-resolved  calls.  This  makes  it  impossible  to  continue  to  assess  the  compatibility  between  an 
 extension  and  the  dependencies  that  were  resolved  in  its  environment  (the  installed  and  core  XWiki 
 extensions). A fix has been proposed and should be integrated shortly. 

 On  the  other  hand,  those  changes  were  done  to  provide,  as  recommended  in  the  previous  report,  a 
 tool  which  produces  a  complete  stitched  call  graph  of  a  module  and  its  dependencies.  This  will  prove 
 very useful for both the XWiki extension and the Maven plugin. 

 javacg-opal  supports  simple  Java  11  projects  very  well,  but  it  is  still  very  limited  for  projects  which  use 
 language  features  that  did  not  exist  in  Java  8.  That  is  not  a  problem  for  XWiki  which  is  still  built  with 
 Java 8, but it might become a blocker when moving to Java 11 in 2022. 

 5.5.2  REST API and the FASTEN Central instance 
 The  REST  API  is  now  publicly  available  on  https://api.fasten-project.eu/api.  Its  specifications  are 
 detailed  in  Deliverable  D2.4.  The  database  of  the  Central  FASTEN  Knowledge  base  server  now 
 contains  all  the  metadata  expected  by  XWiki  use  cases,  except  for  the  license  of  each  analyzed  file. 
 This metadata includes: 

 ●  The  security  vulnerabilities  at  both  package  and  callable  level,  as  described  in  Deliverable 
 D3.4 

 ●  The quality metrics for each analyzed callable, as described in Deliverable D3.3 

 ●  The  Java  annotation  associated  with  each  analyzed  Java  class.  Most  XWiki  Java  components 
 are identified by the following criteria: 
 ◦  A component implementation is annotated with the Java annotation @Component 
 ◦  It implement one or several interfaces annotated with the Java annotation @Rule 
 ◦  It  is  associated  with  a  name  (to  differentiate  between  components  having  the  same  role) 

 through Java annotation @Named(“myname”) 

 Except  for  the  currently  missing  license  metadata,  there  is  no  major  unresolved  recommendation  on 
 the specification of the metadata exploited by XWiki use cases. 

 A  special  endpoint  has  also  been  made  available  (https://lima.ewi.tudelft.nl/lcv/APIEndpoints)  to  test 
 the  compatibility  between  well  known  software  licenses.  It  relies  on  a  compatibility  matrix  containing 
 66  OSI  approved  licenses  extracted  from  the  SPDX  (https://spdx.org)  database.  Unfortunately  the 
 SPDX  naming  is  almost  never  found  in  Maven  which  is  the  environment  in  which  all  XWiki  validation  is 
 conducted.  To  overcome  this  limitation,  the  license  compatibility  service  also  provides  automatic  alias 
 resolution  (for  example  “GPL3”  being  resolved  as  the  SPDX  identifier  “GPL-3.0-only”)  prior  to 
 comparing  the  provided  licenses.  It  currently  contains  1520  static  aliases  and  also  resolves  dynamic 
 aliases based on various keywords. 

 Only  a  few  very  well  known  license  compatibilities  were  verified,  since  the  XWiki  ecosystem  does  not 
 include  many  licenses.  But  many  aliases  gathered  in  XWiki  extensions  and  their  dependencies  as  well 
 as  other  edge  cases  were  tried.  The  only  input  which  can  sometimes  be  found  in  Maven  modules 
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 descriptors  which  is  currently  not  supported  by  the  service  is  ambiguous  naming  like  “GPL”  (the 
 ambiguity being that there is no version information). 

 The  stability  of  the  public  FASTEN  server  is  not  yet  of  production  level,  it  is  very  often  down,  and  then 
 requires  a  restart.  Its  content  is  currently  also  very  much  unstable,  generally  due  to  resets  of  the 
 knowledge  base  metadata  after  important  changes  in  the  format.  But  this  should  improve  in  the  near 
 future because the metadata specification is starting to reach a final state. 

 5.5.3  FASTEN Maven plugin 
 The FASTEN Maven plugin now exposes the four analyzers described in Deliverable D2.6: 

 ●  Binary 
 ●  Security 
 ●  Quality 
 ●  License 

 Some  simple  setups  were  forged  to  put  the  plugin  in  a  very  specific  scenario  and  see  how  it  behaves 
 for  each  enabled  analyzer.  Validations  were  also  conducted  on  various  xwiki-commons 
 (https://github.com/xwiki/xwiki-commons/)  modules.  This  allows  us  to  more  easily  validate  the 
 accuracy of the results. 

 While  binary  validity  was  conducted  in  the  past  on  test  modules,  it  was  not  part  of  the  recent  validation 
 session  conducted  on  xwiki-commons  modules  because  of  the  recent  change  in  fast-core  reported  in 
 the previous dedicated section. 

 5.6  Quality model 

 Characteristic  Sub-characteristic  javacg-opal 
 and fasten-core 

 Maven Plugin  REST API and 
 FASTEN Central 

 Functional 
 Suitability 

 Functional 
 Completeness 

 4  4  5 

 Functional 
 Correctness 

 4  4  4 

 Functional 
 Appropriateness 

 4  5  4 

 Compatibility  Co-existence  5  5  5 
 Performance 
 Efficiency 

 Time-behavior  4  4  4 

 Usability  Appropriateness 
 recognisability 

 4  4  4 

 Learnability  4  3  4 
 Operability  4  4  5 

 Reliability  Maturity  3  2  3 
 Portability  Installability  4  4  5 
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 5.7  Recommendations 
 5.7.1  Recommendations from previous reporting period 
 Regarding fasten-core and javacg-opal: 

 ●  The tools used as library (javacg-opal and fasten-core) need to be released 
 ●  fasten-core should provide a tool to produce a stitched call graph 

 Regarding the REST API and the FASTEN Central instance: 

 ●  The REST API need to expose an entry point 
 ●  The  FASTEN  Central  database  needs  to  be  populated  with  metadata  from  analysis  plugins 

 (security vulnerabilities, quality metrics, licenses, etc.) 

 Regarding the FASTEN Maven plugin: 

 ●  A  first  version  which  produce  a  report  need  to  be  released  so  that  it  can  be  tried  on  the  XWiki 
 modules 

 5.7.2  Recommendations from the current reporting period 
 Regarding the fasten-core and javacg-opal: 

 ●  The tools used as library (javacg-opal and fasten-core) need to be released 
 ●  The CGMerger tool should not remove unresolved nodes from the graph 
 ●  Implement the license validation tool as a Java library usable locally 
 ●  Upgrade the version of OPAL to better support Java 11 project and above 

 Regarding the REST API and the FASTEN Central instance: 

 ●  The FASTEN Central database needs to be populated with license metadata 

 Regarding the FASTEN Maven plugin: 

 ●  A  first  version  which  produces  a  report  needs  to  be  released  so  that  it  can  be  tried  on  the 
 XWiki modules 
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 Appendix A: reports from SIG stakeholder sessions 

 12/7/2021 Sigrid product team--present status and discuss use cases 
 Attended by: Head of Product, Head of Innovation & FASTEN-research team 

 The  FASTEN  team  has  presented  the  current  state  of  the  project,  in  particular  the  team  showed  the 
 actual  reports  generated  by  the  tooling,  as  applied  to  several  SIG  in-house  Java  applications.  These 
 reports covered: 

 1.  The reduced call graph from the applications to all transitive dependencies 
 2.  The maintainability metadata in the call graph 
 3.  The reachable vulnerabilities and the call paths from the application to the vulnerabilities. 

 The main conclusion from this session is a prioritization of several use cases: 

 1.  Get insight into the vulnerabilities in the dependencies that you may potentially call 
 2.  Provide tools to efficiently assess whether a reported vulnerability is a false positive 

 a.  By easy navigation over the call paths to the vulnerability 
 b.  Saving the conclusions as metadata in the KB to be reused later 

 3.  Provide  tools  to  support  developers  to  decide  on  upgrading  of  libraries,  based  on  the  risks, 
 costs and benefits (‘technical debt-based prioritization of improvement options’’) 

 4.  Get an accurate (call-based) overview of the code you actually use or depend on 
 5.  Get  insight  into  the  maintainability  of  all  code  you  depend  on,  also  aggregated  to  a  single 

 rating. 

 Other lessons learned: 

 ●  Most  important  overall  objective:  use  cases  that  help  clients  with  advice  on  what  to  do 
 (beyond providing insight) 

 ●  Ensure  that  the  tooling  is  tried  and  tested  on  actual  client  applications  ,  which  are 
 typically  less  ‘well-behaved’  than  internal  SIG  systems:  e.g.  they  can  be  very  large,  cannot  be 
 built (by SIG), have a variety of technologies, missing parts, etcetera. 

 ●  SIG  is  interested  in  an  independent  source/database  with  vulnerabilities  from  any 
 ecosystems. 

 ●  Other ecosystems  that are most interesting to add:  Nuget (.NET/C#) and NPM (Javascript) 

 30/9/2021 Sigrid product team + consultant – present status and discuss use cases 
 Attended by: Head Of Product, Head Of Innovation, Software Consultant, FASTEN-research team 

 In  this  session,  the  FASTEN  team  presented  the  latest  features,  the  experience  with  running  the  tools 
 on  the  test-set,  and  particularly  the  results  of  applying  this  to  an  actual  Customer  System  (we  will 
 name  CS1),  for  which  the  involved  consultant  was  participating.  Several  of  the  actual  results 
 presented are included in this deliverable (customer-specific information is of course anonymized). 

 The main topics of the session: 
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 ●  For CS1: 

 ●  Overview  of  all  modules  in  the  system,  and  the  number  of  direct  vs.  transitive 
 dependencies in those modules. 

 ●  An  overview  of  all  vulnerable  packages,  both  direct  and  transitive,  as  analyzed  by 
 FASTEN  and  the  ‘Custom  tool’  (we  use  this  to  designate  an  internally  used  tool  based  on 
 the information from OSS Index). 

 ●  An  overview  of  the  various  reports  currently  generated  by  the  RAPID  and  the  RAPID 
 Maven Plugin 

 ●  Experience  of  testing  the  tooling  on  a  number  of  systems,  both  industrial  and  open  source:  the 
 results  of  these  tests  are  discussed  in  this  deliverable.  Particular  goals  of  this  test:  does  the 
 tooling  work  for  a  representative  and  diverse  set  of  applications,  and  does  it  scale  well  for 
 larger applications? 

 From  the  feedback  of  the  participants,  these  were  the  lessons  learned,  roughly  in  order  of  decreasing 
 importance (according to our interpretation): 

 1.  In  the  experience  of  the  participants,  developers  tend  to  be  reluctant  when  presented  with 
 results  about  indirect  dependencies:  mostly  because  they  feel  such  results  are  out  of  their 
 circle  of  influence:  they  have  not  created  these  dependencies  themselves,  they  just  came 
 implicitly. 

 2.  The  list  of  vulnerable  packages  varied  quite  a  bit  between  RAPID  and  the  internal  vulnerability 
 detector.  This  is  explained  by:  (a)  because  the  latter  by  default  does  not  show  the  indirect 
 dependencies,  (b)  because  the  current  version  of  RAPID  only  shows  vulnerabilities  that  can 
 be  allocated  to  source  code:  this  leaves  out  a  subset  of  vulnerabilities  that  are  applicable,  but 
 just  not  taken  into  account  when  calculating  reachability.  Remaining  differences  are  a  target 
 for investigation: is either of the tools missing some relevant vulnerabilities? 

 3.  The  presented  results,  although  very  concrete  observations  from  the  actual  applications,  were 
 still  at  a  high  abstraction  level:  package  level,  vulnerabilities  and  URLs.  Ideally,  it  would  be 
 possible  to  zoom  in  to  the  code  level,  and  for  example  follow  a  path  through  the  code  from  the 
 application towards the vulnerable code. 

 4.  The  presented  risk  factors  still  require  some  work  (and  CVSS3  scores  are  preferred  over 
 CVSS2  scores),  but  it  would  be  most  interesting  to  use  these  risk  factors  to  prioritize  the 
 findings. 

 From these lessons, several possible improvement actions could be distilled: 

 ●  Re:  1;  adjust  presentation  of  the  results  to  aggregate  all  findings  on  indirect  dependencies  to 
 the  direct  dependencies  of  an  application.  The  motivation  here  is  that  (a)  developers  are 
 aware  of,  and  mostly  interested  in,  the  properties  of  direct  dependencies,  and  (b)  the 
 properties  of  indirect  dependencies  are  in  fact  part  of  the  implementation  of  a  dependency;  so 
 just  like  a  vulnerability  in  the  source  code  of  that  dependency  matters,  a  vulnerability  in  the 
 source code that it imports as a dependency is also part of its implementation. 

 ●  Re:  2;  Do  more  systematic  validation  of  the  results,  e.g.  by  comparing  with  other  sources, 
 such as OSS Index. 

 ●  Re:  3;  this  can  be  addressed  by  suitable  graph  visualizations,  and/or  user-friendly  ways  to 
 navigate  from  application  code  to  vulnerable  code.  One  idea  is  to  export  the  information  in  a 
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 format  that  can  be  visualized  and  explored  in  an  existing  tool  (e.g.  an  outliner,  or  an  existing 
 graph visualization tool) 

 ●  Re: 4; we can present the results as a prioritized list of possible actions: 

 ●  For  each  dependency:  collect  a  risk  factor  as  the  sum  of  all  vulnerability-scores,  which 
 are  determined  by  multiplying  the  vulnerability  CVSS  score  with  the  number  of  paths 
 from  the  application  to  a  vulnerability,  and  summing  this  for  all  (direct  and  indirect) 
 vulnerabilities. 

 ●  As  a  next  step,  the  prioritization  should  be  taken  into  account:  are  there  newer 
 versions  of  the  package  with  lower  risk  factors,  and  what  is  the  estimated  impact/effort 
 of upgrading? 

 A  next  step  in  the  integration  &  validation  process  is  to  prepare  a  new  version  of  the  result  reporting  on 
 customer  system  CS1,  discuss  its  suitability  internally,  and  then  show  it  to  the  application  developers 
 for feedback. 
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 Appendix B: use case KPIs 

 Endocode use case 
 Due to a complete architectural re-modelling of the license detection phase, relevant KPIs could not 
 be measured. Currently, the whole license detection and compliance development is being integrated 
 into the Fasten pipeline, hence results for the new approach are not available. The license information 
 needs to be in the knowledge base in order to be analyzed to provide an evaluation upon these KPIs. 
 At time of writing (calendar week 46), Endocode is collaborating with TUD to deploy the license 
 detector in the Fasten pipeline and feed the database with the collected license information. 
 Endocode’s License Compliance Verifier can then run the complete cycle and values can be added. 

 Indicator  How to measure it  Target Values  Baseline Values  Current Value 

 License 
 detection 

 % of detected 
 licenses (SPDX 
 identifiers or 
 names) 

 > 99% coverage of the 
 licenses in an 
 application 

 80%  n.a. 

 Copyright notice 
 detection 

 % of detected 
 copyright 
 information 

 > 99% copyright 
 information (copyright 
 holders, authors etc.) 

 80%  n.a. 

 License 
 obligation 
 coverage 

 % of documented 
 and detected 
 license obligations 
 for a license 

 > 95% of established 
 license obligations 

 0%  0% 

 Accurate 
 detection of 
 licensing 
 compliance 
 violations 

 Number of 
 detected license 
 violations in an 
 application 

 > 1 license violations in 
 an application 

 0  0 

 Validation of a 
 package or 
 distribution 

 Validator either 
 succeeds or fails 

 > 99% successful 
 validations 

 50%  n.a. 
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 SIG use cases 

 Indicator  How to measure it  Target Values  Baseline Values  Current Value 

 KB product-level 
 completeness 

 % of used product 
 versions 

 <1 missing from 
 KB 

 100% missing  0%/NA [product 
 version is fetched 
 on-demand] 

 Query capability  KB queries support 
 both graph and 
 metadata 

 Yes  partially  partially 

 analyzer 
 portability 

 FASTEN analyzers 
 can be deployed 
 and run locally 

 Yes  No/Not Applicable  Yes 

 KB portability  FASTEN KB can be 
 deployed and run 
 locally 

 Yes  Yes  Yes 

 Data distribution  Analyzers can 
 obtain data from 
 local and central 
 FASTEN KB 

 Yes  No/Not Applicable  Yes, but not both 
 at the same time 

 Check updates  FASTEN KB can 
 signal incremental 
 changes to 
 (dependencies of) 
 libraries 

 Yes  No/Not Applicable  No (not 
 implemented) 

 Compared  to  the  previous  report,  we  have  removed  the  KPI  “KB  method-level  completeness”,  to  be 
 measured  as  “%  of  called  library  methods”;  in  the  current  situation,  this  is  not  a  useful  KPI:  either  a 
 method  call  is  missing  from  the  call  graph  (but  there  is  no  way  to  find  those),  or  the  call  cannot  be 
 linked  to  a  method  at  all.  If  the  library  is  not  yet  in  the  KB,  it  can  be  fetched  and  analysed  on-demand 
 (which is the current way that all tests have been done). 
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 XWIKI use cases 

 Indicator  How to measure it  Target Values  Baseline Value  Current Value 

 Local call graph 
 analysis of not 
 releases modules 
 and 
 dependencies 

 % of packages 
 scanned in the 
 Maven project 
 dependency tree 

 > 99% of packages in a 
 local Maven project 
 dependency tree are 
 scanned by the FASTEN 
 analyzer 

 0%  100% 

 Support Java 8 
 projects 

 Build Maven 
 projects with Java 8 
 compatibility 

 > 99% successful builds  0%  80% 

 Support Java 11 
 projects 

 Build Maven 
 projects with Java 
 11 compatibility 

 > 99% successful builds  0%  10% 

 Only list 
 compatible 
 extensions 

 Search for 
 compatible 
 extension in a 
 running XWiki 
 instance 

 > 99% of returned 
 extensions are 
 compatible 

 70%  100% 

 > 99% of compatible 
 extensions are returned 

 100%  100% 

 Only list 
 extensions 
 satisfying a 
 specific XWiki 
 criteria 

 Search for 
 extension 
 containing a 
 "macro" which id is 
 equals to a value 
 provided in input 

 > 99% of returned 
 extensions contain a 
 macro with the provided 
 id 

 80%  100% 

 > 99% of extensions 
 containing a macro with 
 the provided id are 
 returned 

 0.1%  100% 

 Find problem in 
 installed 
 extensions 

 List of problems 
 found in a running 
 instance of XWiki 

 > 99% of problems 
 known to the FASTEN 
 KB instance about 
 extensions installed in 
 the XWiki instance 

 0%  0% 

 Compared  to  the  previous  report,  the  KPI  “Fast  dependency  resolution“  was  removed.  This  KPI  idea 
 was  based  on  the  assumption  that  it  would  be  possible  to  embed  the  FASTEN  Knowledge  Base  server 
 in  an  XWiki  instance.  It  was  finally  decided  that  given  the  chosen  FASTEN  architecture  this  is  not 
 doable  and  while  covering  this  KPI  could  still  be  done  it  would  become  a  pure  XWiki  work,  not  relying 
 in  any  way  on  FASTEN.  This  KPI  was  also  not  in  relation  with  any  of  the  planned  XWiki  integration  use 
 cases and should have already been removed in the previous report but was forgotten. 
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 Appendix C: Quality Model description (ISO/IEC 25010) 

 Characteristic  Sub-characteristic  Definition 

 Functional Suitability  Functional Completeness  degree  to  which  the  set  of  functions  covers  all 
 the specified tasks and user objectives. 

 Functional Correctness  degree  to  which  the  functions  provides  the 
 correct  results  with  the  needed  degree  of 
 precision. 

 Functional Appropriateness  degree  to  which  the  functions  facilitate  the 
 accomplishment  of  specified  tasks  and 
 objectives. 

 Compatibility  Co-existence  degree  to  which  a  product  can  perform  its 
 required  functions  efficiently  while  sharing  a 
 common environment and resources with 

 Performance 
 Efficiency 

 Time-behavior  degree  to  which  the  response  and  processing 
 times  and  throughput  rates  of  a  product  or 
 system,  when  performing  its  functions,  meet 
 requirements. 

 Usability  Appropriateness 
 recognisability 

 degree  to  which  users  can  recognize  whether 
 a  product  or  system  is  appropriate  for  their 
 needs. 

 Learnability  degree  to  which  a  product  or  system  enables 
 the  user  to  learn  how  to  use  it  with 
 effectiveness,  efficiency  in  emergency 
 situations. 

 Operability  degree  to  which  a  product  or  system  is  easy 
 to operate, control and appropriate to use. 

 Reliability  Maturity  degree  to  which  a  system,  product  or 
 component  meets  needs  for  reliability  under 
 normal operation. 

 Portability  Installability  degree  of  effectiveness  and  efficiency  in 
 which  a  product  or  system  can  be 
 successfully  installed  and/or  uninstalled  in  a 
 specified environment. 
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