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Abstract

The goal of this deliverable is to extend FASTEN deliverable D3.2 and extend the de-
sign of a generic model for treating the propagation and aggregation of properties
along the dependency structure in an ecosystem, up to the applications they affect.
The goal of FASTEN workpackage 3 is to provide an infrastructure and tooling for as-
sessing the impact of property propagation. In this deliverable we extend the generic
model described in D3.2, and extend it with analysis of (transitive) dependencies to the
propagation and aggregation of properties. We further show how the model can be in-
stantiated for freshness, and describe a new vulnerabilities risk model. A key property
of the model is its modularity, allowing for one-time analysis of a library revision, and
then reusing (propagating) the results to any dependents.

FASTEN Grant agreement No 825328 5



D3.6 A model for quality and risk propagation & aggregation – final

1 Introduction

There is an ever increasing rate of open source software (OSS) libraries indexed nowa-
days and the yearly rate of growth for these libraries, expressed as a percentage, is
well-above 30% for the most popular registries, e.g. Maven, PyPI, npm. The OSS
ecosystem is typically represented by a static call graph, and there could be different
call graph aggregation levels, that represent different granularity. Broadly speaking, the
aggregation levels, in ascending order of fine-granularity, could be ecosystem, library,
package, class and method, as illustrated in Figure 1.

The application developers that rely on the (vulnerable) OSS need to manage all
OSS dependencies in their respective applications. In general, these dependencies
could be either direct or transitive (indirect) ones. Further, there are dependencies that
may be declared when an application is built, not to be used once the application is
deployed. Finally, a number of libraries in an OSS ecosystem may not be maintained
for a (relatively) long time.

The quality properties of entities within the OSS ecosystem may propagate and im-
pact their respective dependent entities. Although there are some general patterns of
quality properties’ propagation and aggregation, the exact propagation behavior (and
quantification thereof) for each given property may vary a lot [1]. In addition, the most
of the existing work does not leverage fine-grained information (e.g. information related
to method cal graphs), and sacrifice the precision of quality analysis for performance.

We mainly focus on the maintainability and security concerns of product revisions.
The risk related to maintainability [2], [3] is that the product cannot be modified in an
effective and efficient way. The risk related to the security vulnerability is that a bug,
flaw, weakness, or exposure of an application, library, method, could lead to a failure
of confidentiality, integrity, or availability [4].

The vast majority of dependencies in open source ecosystems are indirect (transi-
tive) dependencies, and vulnerabilities propagating in these dependencies account for
78% of overall vulnerabilities [5]. The indirect dependencies are relevant for the secu-
rity risks within OSS as risks do not become less severe when they are indirect. On
the other hand, maintainability of an indirect dependency at large distance within a call
graph may be less relevant than that of a direct dependency. The open source software
vulnerabilities reported by Common Vulnerabilities and Exposures (CVE) database are
also increasing by thousands every year. It is obvious that, due to the increasing pop-
ularity of open source software, the risk is accumulated as source could contain not
only vulnerabilities that are known, described and registered, but also the so-called
zero-day vulnerabilities, i.e. vulnerabilities that are not known at the present moment
and are yet to be discovered.

The purpose of this deliverable is to propose a generic model for quality and risk
propagation within the OSS ecosystem. This generic model should address the fine-
grained quality properties propagation, e.g. vulnerability propagation at a method level,
and illustrate how this propagation could be aggregated at different levels. Next to it,
we want to infer the impact of the propagation to the maintainability of the applications
that use OSS. The diversity of quality properties, and the different propagation be-

FASTEN Grant agreement No 825328 6
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Figure 1: Dependency graph with different aggregation layers

havior should be properly reflected and quantified in the proposed model. In addition
to this we need to analyse direct and transitive dependencies, and illustrate how to
determine quality properties propagation for these two cases.

In general, as illustrated in Figure 2, the quality property of library comprises of a
local quality property and quality properties that propagate from library dependencies.
The locally measured part of the quality property may not be affected by dependen-
cies. Therefore, the generic model should aggregate in a consistent manner the locally
measured properties and properties that propagated from dependencies.

The propagation behavior of different types of properties could be very different.
Some of the properties (e.g. vulnerability) could propagate their impact completely to
all the dependents. The other properties, e.g. change related properties [6], may only
spread to the direct dependents. To address this type of difference in propagation,
we need to characterize the propagation factor (PF) for the different types of quality
properties.

Most of the existing approaches for quality evaluation of open source libraries are
at the library (or package) level. Such a coarse-level analysis suffers from a large
number of false positives, leading to reduced usefulness in many application scenar-
ios. The different propagation behavior determined by the method level interaction is
characterized by the impact factor (IF).

Quality analysis of open source at the ecosystem level incurs huge computation
cost. The ecosystem itself changes often and grows fast. The propagation analysis
needs to update the results when ecosystem evolves. Therefore, the analysis should
be conducted using modular approach and the model needs to support evaluation of
a (subset) of a ecosystem snapshot.

To summarize, the main requirements and assumptions for the quality and risk
propagation model are as the following:

• The model separates the locally measurable property and dependency related
property.

FASTEN Grant agreement No 825328 7



D3.6 A model for quality and risk propagation & aggregation – final

Figure 2: Scope of propagation

• The model encapsulates direct and transitive dependencies. We derive the met-
rics that is used to model degree of code dependency between two software
products for these two dependencies’ types.

• The model should aggregate in a consistent manner the locally measurable qual-
ity properties and properties that propagate from dependencies.

• The model should properly reflect the diversity of quality properties, and quanti-
fies different propagation behaviors.

• The model is applicable to different aggregation levels, i.e. ecosystem library,
package, class, method.

In the rest of the report, we describe in Section 2 the general terms and notation
used in this document. In Section 2.2 a description of some of the considered quality
properties is given. Further, in Section 3 we show how to model degree of direct
and transitive dependencies. Section 4 presents the key components of the generic
model as well as the model itself. A discussion of two illustrative examples is shown
in this Section as well. In Section 5 we discuss the integration and implementation
of the model within the scope of the FASTEN project. In Section 5.4 we describe the
validation of the dependencies’ degree, as well as model validation within the context
of library freshness analysis. Finally, in Section 6 a summary of the results is given.

FASTEN Grant agreement No 825328 8
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2 Notation and definitions

2.1 General notation

Product quality is a property or characterization of a software product that indicates to
what degree software risks of that product can be avoided or minimized [7]. Hence, we
define quality and risk as two sides of the same coin. A set of quality properties is de-
noted byQ. For a type quality property q ∈ Q, we use q(r) to represent a measurement
of quality property q with respect to the revision r.

We model an application using open source libraries as A =< Ent,Rel >, where
Ent is a set of entities and Rel ⊆ Ent × Ent is the set of relationships among the
entities. An entity can be a (product) revision, or a class, a file or a method in a
revision.

We define Ent = R∪ C ∪M∪F ∪ I, where R is the set of all product revisions, C
the set of all classes, F the set of all files,M the set of all methods, and I the set of
all APIs in the products.

A revision r ∈ R has a set of methods M(r) ∈ M. The selected methods in M(r)
are APIs of the revision r, denoted as a set I(r) ∈ I. A revision r is modeled as
< pr, vr, tr > where pr relates to the package, vr relates to the version and tr relates to
the release time of r.

We define Rel = Dep ∪ Call, where Dep is the set of (resolved) dependency rela-
tionships among revisions and Call is the set of (identified) call relationships among
methods.

Revision relations. The main relationship among revisions is denoted by a predi-
cate Dep(rx, ry) where rx, ry ∈ R. The predicate Dep(rx, ry) is true when revision rx
directly depends on revision ry. To ease the presentation, we use Dep(r) to denote the
set of direct dependencies of revision r. Similarly, Dep+(r) denotes the set of transitive
dependencies of revision r.

Resolved revision graph Given a revision r =< pr, vr, tr >∈ R, for t ∈ T , and
t ≥ tr, function DepGt(r) returns the resolved revision graph of revision r at the time
point t. The resolved revision graph is denoted as DepGt(r) = (NG, AG). The NG is
the set of Dep+(r) ∪ r, where ∀s ∈ DepGt(r) → releasetime(s) ≤ t. The AG is the
set {(rx, ry)|Dep(rx, ry) = true, rx, ry ∈ DepGt(r)}. We assume DepGt(r) is a directed
acyclic graph.

Method relations. The relationship among methods is denoted by a predicate
Call(mx,my), where mx,my ∈ M. The predicate Call(mx,my) is true when a method
mx calls another method my. Further, method mx is named caller and the called
method my is named callee. When Call(mx,my) is true there is an edge directed
from mx to my at the generated call graph. Based on this predicates, we define two
functions Callto(m) the set of caller methods of m, and Callfrom(m) the set of callee
methods of m.

FASTEN Grant agreement No 825328 9
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2.2 Graphs, centrality measures and reachability

A common way to represent OSS is a dependency graph for different aggregation lev-
els. Hence, depending on the aggregation level, vertices and edges could be defined
differently.

For a given time instance t, dependency graph could be specified as Gt = (At, Et),
where:

• At is the set of artifacts

• Et ⊆ At × At represent the set of directed edges that determine dependency
relationships between each artifact a ∈ At and its dependencies.

The dependency graph could be extended for a product aggregation level as the
following:

• Gt is a directed graph that represents dependencies of libraries that product com-
prises of.

• For a given time instance t, let Lt be a set of libraries, and Et = {(li, lj)|li, lj ∈ Lt}
is a set of graph edges that represent dependence of class li from class lj.

In a similar way one could define a dependency graph for a library aggregation
level.

The dependency graph for method aggregation level is a call graph, and is defined
as the following:

• Gt is a directed graph that represents dependencies of the method calls.

• For a given time instance t, letMt be a set of method calls, and Et = {(mi,mj)|mi,
mj ∈Mt} is a set of edges that represent method calls, and hence dependence
of mi from mj.

Tools used to generate call graphs ideally produce a sound and complete call
graph, i.e. a call graph that contains all method calls, and only those calls that are
feasible. However, these tools may struggle with e.g. resolution of reflective Java
method calls, or many other corner cases, which hinder the correct generation of the
call graphs [8]. In practice, call graph generators are neither sound nor complete,
i.e. they may suffer from both false positive and false negative (missing) edges. Anal-
yses based on unsound and incomplete call graphs inherit those properties.

Different centrality metrics are applied in graph analysis and may be used to an-
alyze quality propagation. The aim of these metrics is to identify the most important
(central) vertices or edges of a graph. The centrality metrics may be, among oth-
ers, degree, betweenness, closeness, eigenvector, PageRank, Katz [9]. For example,
PageRank [10] measures the rank, i.e. popularity of each vertex by propagating influ-
ence between vertices using edges.

FASTEN Grant agreement No 825328 10
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Reachability is one of the metrics that could be used to represent the impact of an
vertex to other vertices in a dependency graph. The method reach, MR(m) represents
a set of methods that have a transitive dependency on m in a call graph Gt. The
cardinality is limited by 0 ≤ |MR(m)| < |Mt|. The average method reach, MR(m)
could be specified for a particular method m as

MR(m) =
|MR(m)|
|Mt|

.

This could be further extended to average method reach for any given method in a
method dependency graph as

MR =

∑
∀m∈Mt

|MR(m)|
|Mt|

.

The greater the MR, the more methods are impacted by a method from Mt. #
Quality Modeling: Properties and Metrics

In this chapter we discuss the measurement and modeling of two specific prop-
erties: freshness and vulnerabilities. Other properties can be added to the model,
and specifically the propagation of maintainability will be worked out in the context of
FASTEN. The approach to measuring maintainability that we plan to adopt is already
documented in several places, including [2] and [3].

2.3 Freshness

Freshness captures the difference between the currently used version of a dependency
and the most recent dependency version that could be used [11]. Freshness can be
an indication of a vulnerability risk and high maintenance cost and we consider here
freshness of release r at the time point t using revision graph depicted by DepGt(r).

The difference between currently used revision and the most recent one can be
measured differently in terms of the number of version, or the lagged time (e.g. days)
behind the latest one [1].

For a revision s in the resolved revision graph DepGt(r), the latest version of the
same product with respect to the version or release date is defined by Latesttversion(s),
and (Latestttime(s)). Note that the release date of Latesttversion(s) is not necessarily
identical to Latestttime(s). For example, many Apache projects maintain major versions
in parallel, so a new released version could have lower version number.

We denote the positive difference between two revisions of the same product at
time point t in terms of versions or time period by Lagtversion(s, o), and Lagttime(s, o),
respectively.

We define the lags of a revision r as

Lagtversion(r) = Lagtversion(r, Latest
t
version(r)), and

Lagttime(r) = Lagttime(r, Latest
t
time(r)).

FASTEN Grant agreement No 825328 11
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Figure 3: Library Freshness

The Lagtversion(r) or Lagttime(r) correspond to the local quality property in our prop-
agation model since its measurement does not involve contributions of its dependen-
cies.

The Figure 3 is used to illustrate the propagation and aggregation of freshness.
The solid arrow between revisions denotes the dependency relationship. For example,
revision 1 depends on three revisions namely revision 2, 3, and 4. The dashed arrow
between revisions denotes the updating relationship. For example, revision 1 has two
new releases and hence Lagtversion(1) = 2. When revision 1 is released on e.g. 10th
March and the corresponding latest version is released on 30th June of the same year,
Lagttime(1) = 113 days.

2.4 Vulnerability

For a given time instance t, a method m ∈ Mt is vulnerable when it contains a vul-
nerability v ∈ V described in public vulnerability repositories (e.g. CVE, NVD, Snyk
vulnerability database). For zero-day vulnerabilities, there are no public descriptions
of v at moment t. Exploits are the means (e.g. software) that could be used by hack-
ers to leverage a vulnerability. We use term exploitation to describe a process when
vulnerability would be exploited for a security attack.

There are two metrics that could be used to describe vulnerabilities. The first one
is The Common Vulnerability Scoring System (CVSS) that provides a way to produce
a numerical score reflecting its severity. In practice, there are two different scoring

FASTEN Grant agreement No 825328 12
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systems, CVSS2 and CVSS3, which could be used for scoring.
The second metrics that could be used is the exploitation probability of a particular

vulnerability, denoted as L(v).
For a given vulnerability v, we determine L(v) as the ratio of the number of ex-

ploitations (within ecosystem) of a particular vulnerability v (Nv), and a total number of
exploitations of all vulnerabilities v ∈ V. The values for Nv, v ∈ V could be obtained
from different resources, e.g. [12], [13]. The expression for L(v) is therefore as the
following:

L(v) =
Nv∑
v∈V Nv

.

The vulnerability exploitation follows a power law distribution [14]. Therefore,
commonly-used definitions of vulnerability risk based on a single number (e.g. scores
assigned by security-testing tools) may not reflect well the underlying “exploitation dis-
tribution”.

There are many other approaches that could be used to determine L(v). For ex-
ample, one approach would be to assign a higher exploitation probability L(v) to a
vulnerable vertex in call graph with a larger degree. However, this approach does
not include transitive dependencies and their impact to the vulnerability. Another ap-
proach would be to identify the vertices with highest centrality measures, and to use
only the top-k vertices with respect to centrality measure to calculate the likelihood.
The value of k may be specified beforehand. This approach may be applicable for a
quick vulnerability analysis of the call graph.

3 Dependencies

There are two major types of dependencies that could be deduced from the depen-
dency graph, namely direct and transitive. Direct dependencies are represented in a
graph by edges that connect two artifacts. Transitive dependencies are represented
by reachability relationship of the two vertices, and therefore, for a given vertex v in
dependency graph, Dep(v) ⊆ Dep+(v). However, in Maven, there is also a so called,
inherited dependency, and these are usually specified in a parent POM.

The metrics to measure dependency degree are derived from the coupling per-
spective. We define four metrics in total, two for direct and two for transitive depen-
dencies. The validation of this metrics is discussed in section 5.4.

3.1 Dependency evaluation model

To measure the degree of dependency, we investigate the characteristics of the cou-
pling between libraries. Following the framework defined by Briand et al. [15], we
define four different definitions of coupling. Therefore, we create four metrics, each
one measuring a single type of coupling. The summary of the definitions of coupling
created can be found in Table 1.

FASTEN Grant agreement No 825328 13
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Metric Type of Locus of Counting (In)Direct Inheritance
connection impact connections Polymorphism

MIC method invocation Import Individual Direct Both
AC aggregation coupling Import Individual Direct Both
TMIC method invocation Import Individual Indirect Both
TAC aggregation coupling Import Individual Indirect Both

Table 1: Criteria used to define the metrics.

3.2 Metrics for direct dependencies

3.2.1 Direct method invocation coupling metric (MIC)

In order to define this metrics, we focus on dependencies that have the following char-
acteristics:

• Type of connection: method invocations

• Locus of impact: import

• Direct or indirect coupling: direct

• Counting connections: count individual connections.

The MIC metric measures the dependency between two libraries, one acting as
a client (Lc) and the other as a server (Ls). Based on the granularity, this metric is
calculated for each of the classes implemented in Lc, and for each of the methods
implemented M(Lc) in these classes. For each implemented method mc ∈ M(Lc), we
count the number of individual invocations to a method of Ls, denoted nII(mc, Ls).
For each method invocation made by the methods implemented in Lc, we count only
the ones implemented in stable classes (not implemented in Lc). The set of stable
methods invoked is denoted SIM(mc).

MIC(Lc, Ls) =
∑

mc∈M(Lc)

nII(mc, Ls) (1)

It is necessary to consider all the polymorphic implementations of the invoked
method that are implemented in Ls. Therefore, we intersect the set of polymorphic
implementations of an invoked method PM(ms) with the set of methods M(Ls) imple-
mented in Ls. Finally, to obtain the number of individual invocations, nII(mc, Ls), we
multiply the number of times a method ms ∈ SIM(mc) has been invoked, nI(mc,ms) by
the number of polymorphic implementations nP(ms, Ls) of the method in Ls.

nII(mc, Ls) =
∑

ms∈SIM(mc)

nI(mc,ms) ∗ nP(ms, Ls) (2)

nP(ms, Ls) = |PM(ms) ∩ M(Ls)| (3)

FASTEN Grant agreement No 825328 14
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3.2.2 Direct aggregation coupling metric (AC)

In order to define this metrics, we focus on dependencies that have the following char-
acteristics:

• Type of connection: client class contains an attribute of type server class, aggre-
gation coupling

• Locus of impact: import

• Direct coupling

• Counting connections: count individual connections, measure individual connec-
tions at the method and class level respectively

The AC metric counts the number of times when a class of Lc has an attribute whose
type is a class implemented in Ls. Therefore, the metric is calculated for each class
implemented in Lc (cc ∈ C(Lc)). We consider only those attributes types that are stable
classes (not implemented in Lc) for each class cc. The set of stable attribute types in a
class c is SAT(cc).

To account for polymorphism, we count all the descendants of the class that are
implemented in Ls. Therefore, we intersect the set of the descendants of the class,
DC(cs), with the set of classes implemented in Ls (C(Ls)). Finally, to count the individual
connections, we multiply the number of times a client class cc has an attribute of type
the server class cs (NA(cc, cs)) by the number of class descendants (class included)
implemented in Ls (nDC(cs, Ls)).

AC(Lc, Ls) =
∑

cc∈C(Lc)

∑
cs∈SAT(cc)

NA(cc, cs) ∗ nDC(cs, Ls) (4)

nDC(cs, Ls) = |DC(cs) ∩ C(Ls)| (5)

3.3 Metrics for transitive dependencies

We take into account reachability (subsection 2.2) and propagation factor for metrics
that we define for transitive dependencies. To measure the transitive dependencies,
only those methods or classes of the transitive dependencies that are reachable from
the analyzed client library are considered.

For a given call-graph, a method is reachable if there is a path from the client
library to the method. For example, in Figure 4, there is no path from Lib1 (the client
library) to the method Method10. Therefore, Method10 is not reachable form Lib1 and
the call from Method6 to Method10 will not be considered when measuring the transitive
dependency between Lib1 and Lib3, in the case of method invocation coupling.

In Figure 4, a change in Method3 would affect directly the client library (Lib1). How-
ever, a change in Method7, affects first Method3, and then it can propagate to Method1,
in case it is not mitigated in Method3. This possible mitigation is accounted for by the
Propagation Factor.

FASTEN Grant agreement No 825328 15
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Figure 4: Reachability example

3.3.1 Transitive method invocation coupling metric (TMIC)

If we look at how the metric MIC is calculated, it could be summarized as follows: find
all the methods in Ls that are reachable from Lc. Then, for each one, count how
many method calls exist in Lc that reach this method, and sum up the results. The
main difference between MIC and TMIC is that the calls in Lc will not directly execute a
reachable method of Ls. The execution of a method in Ls is indirect since Ls is not a
direct dependency of Lc.

Therefore, it is necessary to take into account the distance between Lc and Ls. In
addition, it could happen that Ls is reachable from Lc at different distances as illus-
trated in Figure 5.

Figure 5: Example dependency tree

FASTEN Grant agreement No 825328 16
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The coupling will be measured for a certain distance, denoted
TMICD(Lc, Ls, distance). For each distance at which there is coupling between Lc

and Ls, sum up the coupling measured by TMICD(Lc, Ls, distance), multiplied by a
propagation factor (PF) to the power of the distance − 1, where PF ∈ (0, 1]. The
coupling of the direct dependencies (distance = 1) is therefore not mitigated.

TMIC(Lc, Ls) =
∑

distance

TMICD(Lc, Ls, distance) ∗ PFdistance−1 (6)

The transitive coupling between two libraries at a certain distance,
TMICD(Lc, Ls, distance) is calculated in the following manner. For each method from Ls

that is reachable from Lc through method calls at distance (rm ∈ RM(Lc, Ls, distance)),
we count the number of method invocations in Lc from which rm is reachable,
nIR(rm,Lc). The number of method invocations is multiplied by the number of poly-
morphic implementations of rm in Ls (nDC(rm,Ls)).

TMICD(Lc, Ls, distance) =
∑

rm∈RM(Lc,Ls,distance)

nIR(rm,Lc) ∗ nP(rm,Ls) (7)

3.3.2 Transitive aggregation coupling (TAC)

To calculate TAC, just as in the case of TMIC, the distance between Lc and Ls should
be considered. Therefore, for each distance, we take the number measured by
TACD(Lc, Ls, distance), and multiply it by a propagation factor PF to the power of the
distance− 1.

TAC(Lc, Ls) =
∑

distance

TACD(Lc, Ls, distance) ∗ PFdistance−1 (8)

The transitive aggregation coupling per distance (TACD(Lc, Ls, distance)), is calcu-
lated in the following way. For each class of Ls that is reachable from Lc through field
declarations at distance (rc ∈ RC(Lc, Ls, distance)), count all the field declarations
from which it is reachable (nFR(rc, Lc)), and multiply it by the number of descendants
of the reachable class (nDC(rm,Ls)).

TACD(Lc, Ls, distance) =
∑

rc∈RC(Lc,Ls,distance)

nFR(rc, Lc) ∗ nDC(rm,Ls) (9)
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4 Software Ecosystem Risk Propagation and Aggrega-
tion Model (SERPAM)

In this section we describe our generic Software Ecosystem Risk Propagation and
Aggregation Model (SERPAM).

4.1 Propagation factor and impact factor

Both direct and indirect dependencies may have impact on the quality to a different
degree [1]. We use propagation factor and impact factor to capture these differences.

Propagation factor (PF) indicates how far the impact could propagate with respect
to a specific quality property. Loosely speaking, this relates to “weighted reachability”
within the graph. By weighted reachability we define a process in which propagation
diminishes as the distance between a pair of reachable vertices increases. Damping
factor used within PageRank [10] is a type of a propagation factor. It is usually a
constant value, typically 0.85.

To quantify the quality property propagation, an iterative process is applied. In each
iteration, a product revision determines the quality impact from its direct dependencies
and propagation factor influences the magnitude of this impact. The iterations are
repeated as long as there are no further dependencies to take into account, or the
impact is negligible because of the propagation factor.

Impact factor (IF) quantifies the degree of the impact propagated from a depen-
dency to its dependent artifact. The impact factor is denoted by IF (rx, ry), where
ry ∈ Dep(rx). In next Section, we will discuss the usage intensiveness as an example
of the impact factor, and it models a number of methods in a dependency reachable
through the API methods’ call.

4.2 A generic propagation model

According to the model requirements specified in Section 1, in this propagation model
we encapsulated the following propagation behaviors:

• Separation of the local measurable property and dependency related property.

• Parameterized propagation behavior, PF (q), with respect to the quality perspec-
tive.

• Contextualized propagation behavior, IFi,j, for each pair of dependent and de-
pendency based on the method-level information.

Part of the property measurement of a revision can be obtained locally without
taking into account its dependencies. We denote this part of property measurement
as qlocal(r).
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Figure 6: Quality propagation

The propagation of quality property is an iterative process when taking into account
the dependencies. In each step, the propagation of a property q with respect to the
revision i is as the following:

q(i) = qlocal(i)⊕ PF (q)×
⊕

j∈Dep(i)

(IF (i, j)× q(j)),

or in a more general format:

q(i) = qlocal(i)⊕ PF (q)×
⊕

j∈Dep(i)

(IFi,j(q(j))),

where i, j ∈ R, and
⊕

is a function aggregating a set of quality property values.
Assuming there are no circular dependencies for a considered application, the it-

erations of the quality propagation stop when all revisions without dependencies are
reached.

4.3 Illustrative Example

We illustrate the SERPAM model using the product dependency graph as depicted in
Figure 6. The graph vertices are product revisions and the edges represent depen-
dency relationship between the two revisions. The right-hand side of Figure 6 depicts
the method-level usage of the revisions.
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4.3.1 Interface Coverage and Usage Intensiveness

In this example, we define two method-level measurements and show a possible way
to determine the impact factor based on these two measurements.

Interface coverage (IC) represents a transitive closure of an API method i. For an
API method i in the product revision r, and i ∈ I(r):

IC(i, r) = Call+(i, r),

where Call+(i, r) returns the set of methods transitively called by method i in the revi-
sion r.

For the revisions rx and ry, let Called(rx, ry) be the set of API methods in ry called
by methods in rx:

Called(rx, ry) = {i|m ∈M(rx) ∧ i ∈ I(ry) ∧ Call(m, i) = True}.

Now, the Usage Intensiveness (UI) between a revision and its dependency is as
follows:

UI(rx, ry) =

∣∣∣⋃m∈Called(rx,ry)
IC(m, ry)

∣∣∣
|M(ry)|

.

A dependency is said to be intensively used when UI equals or is close to 1. This
means that nearly all of the methods in the dependent revision are reachable. The
fact that we analyze static call graphs implies that UI is just an over-approximation of
the real interface usage. The actual usage could be only determined from analysis of
dynamic call graphs.

4.3.2 Property propagation

For a revision r, the measurement of the quality property comprises of the following
two components:

1. The locally measurable part is denoted as qlocal(r), and

2. The aggregated contributions propagated from revision r dependencies.

In order to depict a rapid attenuation effect for quality property q, we set propagation
factor PF to PF (q) = 0.1 . The values for qlocal are given in Table 2. For example, the
locally measurable property can represent the number of vulnerabilities in the source
code of a revision.

Table 2: Locally measurable quality property values for the revisions from Figure 6.
Revision r1 r2 r3 r4 r5 r6
q_local() 1 0 1 0 3 2
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We use method coverage rate measured by UI to determine IF, and these values
are given in Table 3. Two revisions r2 and r3 both use the dependency r5, and revision
r2 could reach more methods in the dependency r5, see Figure 6. This is also reflected
in respective IF values, as IF (r2, r5) > IF (r3, r5).

Table 3: IF values for the revisions from Figure 6.
Dependency r1, r2 r1, r3 r1, r4 r2, r5 r3, r5 r5, r6
IF () 1 1 1 0.8 0.4 1

In order to calculate the respective quality properties for the revisions in the depen-
dency graph, a set of iterative equations based on generic model defined in subsec-
tion 4.2 are specified. The equations are given in . As we assume acyclic dependency
graph, the values are first evaluated for vertices without dependencies. In our example,
these are r4 and r6.

q(r1) = q_local(r1) + PF (q)× (IF (r1, r2)× q(r2) + IF (r1, r3)× q(r3) + IF (r1, r4)× q(r4))

= 1.2384

q(r2) = q_local(r2) + PF (q)× (IF (r2, r5)× q(r5)) = 0.256

q(r3) = q_local(r3) + PF (q)× (IF (r3, r5)× q(r5)) = 1.128

q(r4) = q_local(r4) = 0

q(r5) = q_local(r5) + PF (q)× (IF (r5, r6)× q(r6)) = 3.2

q(r6) = q_local(r6) = 2

4.4 Maintainability risk model using dependencies metrics

The well-known SIG quality model for maintainability [16] is shown in Figure 7. This
model makes use of the following metrics that are measured at unit level: Unit complex-
ity, unit size, unit interfacing. These metrics are aggregated in a two-step procedure
that is based on thresholds. The first step is to use risk thresholds to create a risk
profile, and determine percentage of Lines of Code (LOC) that falls into one of the four
risk categories. The second step is to aggregate risk profiles to a rating.

As our analysis is based on OSS call graphs, we first need to model metrics used
at unit level within OSS. The unit metrics is influenced by the dependencies and this
influence is modeled with dependency metrics. So, for example, code complexity is
influenced by dependencies reachable by observed method (unit).

For a given call graph and chosen method (vertex) v, we denote a set of reachable

methods (vertices) by Rv. This set could be represented as Rv =
dmax⋃
d=1

Rv(d), where

Rv(d) represents reachable vertices at given distance d from v.
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Figure 7: SIG quality model overview.

For an example call graph presented at Figure 8, the set of reachable vertices from
vertex A is as the following

RA = {B,C}︸ ︷︷ ︸
RA(1)

⋃
{D,E}︸ ︷︷ ︸
RA(2)

⋃
{F}︸︷︷︸
RA(3)

⋃
{G}︸︷︷︸
RA(4)

.

The dependency metrics we will use to derive the model is transitive method invo-
cation coupling TMIC as defined in 3.3.1. Taking into account that PF ∈ (0, 1] and that
PF in this case cannot take the value of one, we see that the exponential part of 3.3.1
diminishes quickly as the distance increases. It is a reasonable assumption that the
maximum distance of any influence is dmax = 3.

Now, the code complexity for a given method v could be modeled as the following:

CCv = CClocal +
dmax∑
d=1

|Rd|∑
l=1

CCl · TMIC(l, v, d).

For vertex A, the calculation of CCA will not include vertex G as distance between
A and G is 4 > dmax.

In a similar way, the other unit-level quality metrics could be calculated. Once qual-
ity metrics is calculated, the risk thresholds could be re-calibrated using the FASTEN
knowledge base.

4.5 Vulnerability Propagation

In this subsection, we first analyze vulnerability propagation, and illustrate that a de-
rived model is an instance of SERPAM.

The assumptions we use in analysis of the vulnerability model are as the following:

• We consider a directed call graph Gt = (V,E), of order |V | and size |E|.

• There is a set of vulnerabilities V.
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Figure 8: Exploratory call graph used to calculate code complexity for vertex (method)
A.

• For a given vertex, a vulnerability vul is exploited with (constant) probability Pvul.

• Each vulnerability has a severeness property, and a set of vulnerability severe-
ness is denoted SEV , where SEV = {sevvul|vul ∈ V}.

• Every vertex could be in either exploited, vulnerable or non-vulnerable state.

• When dependencies are not taken into account, the average number of exploited
vertices in Gt for a given vulnerability vul is Pvul · |V |.

• If a method me is exploited in a call graph, then all caller methods m ∈ Callto(me)
are exploited as well.

We denote PNE a probability that a given method is not exploited. Naturally, 1−PNE

is probability that a given method is exploited. In addition to this, we denote by ESvul(v)
the “exploited severeness” of vulnerability vul for vertex v.

The procedure to calculate PNE, NEagg and ESvul(v) is as the following:

1. For a given call graph Gt and given vulnerability vul ∈ V, derive a subgraph
Gv ⊆ Gt of vertices with vulnerability vul. We could (optionally) skip isolated
vertices and analyze only those vertices with degree greater than zero.

2. Assess probability Pvul that vulnerability vul of a single vertex v could be ex-
ploited. This could be done by using third-party tools.

3. Determine severeness sevvul of vulnerability vul from external resources, e.g. [4].

4. For a given vertex v ∈ Gv, construct the set of all vertices reachable from v. We
denote this set as Reach(v) and let r = |Reach(v)| be the cardinality it.
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5. The probability that vulnerability vul of vertex v is not exploited, P vul
NE(v) is prob-

ability that none of vertices from Reach(v) is exploited, and that v itself is not
exploited. Assuming the independence of vertices’ exploitation, and homogene-
ity of exploitation probabilities for the same vulnerability,

P vul
NE(v) = (1− Pvul)

r · (1− Pvul) = (1− Pvul)
r+1.

The probability that vertex v is exploited is then 1− P vul
NE(v) = 1− (1− Pvul)

r+1

6. The probability that a vertex v is not exploited for any given vul ∈ V relates to
probabilities that none of vulnerabilities from V is exploited. Assuming that ex-
ploitation of different vulnerabilities vuli, vulj, i 6= j, vuli ∈ V , vulj ∈ V is pairwise
independent for all pairs (vuli, vulj), this probability is

PNE(v) =

|V|∏
i=1

P vuli
NE (v).

7. We calculate ESvul(v) as

ESvul(v) = (1− P vul
NE(v)) · sevvul.

If we look at the SERPAM model and the given calculations, the conclusion is that
the propagation factor PF = 1. The equation for P vul

NE(v) could be re-written as

P vul
NE(v) = (1− Pvul)︸ ︷︷ ︸

qlocal

×PF (q)×
∏

ver∈V,ver 6=v

(1− Pvul(ver))︸ ︷︷ ︸
IF (i,j)

.

As PF (q) = 1 this resolves to

P vul
NE(v) = (1− Pvul)︸ ︷︷ ︸

qlocal

×
∏

ver∈V,ver 6=v

(1− Pvul(ver))︸ ︷︷ ︸
IF (i,j)

.

Remark. The derivation of the model has been made under assumption that the
exploitation of given vulnerability happens with the same probability for all methods
(graph vertices). Next to this, probabilistic method, the alternative methods could be
derived as well. One example is illustrated in sub-Section 4.7.

4.6 Illustrative Example

We illustrate the procedure using a simple call graph from Figure 9. There are two
vulnerabilities to be considered, v1 and v2. The probability of the v1 exploit is Pv1 = 0.7,
and severeness of v1 is sevv1 = 6.83. Similarly, the probability of the v2 exploit is
Pv1 = 0.49, and severeness of v2 is sevv2 = 9.83.

Vertices for which v1 exploit is possible are {1, 2, 3, 4, 6} and are colored red as
illustrated in Figure 10. By removing vertices that are not vulnerable to v1, vertex 6 is
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Figure 9: Exploratory graph used for vulnerability analysis.

Figure 10: Graph used for calculations related to vulnerability v1.

isolated, and hence P v1
NE(6) = 1− 0.7 = 0.3. The value of ESv1(6) = 0.3 · 6.83 = 2.049.

The same calculations hold for vertices 3 and 4, as r = |Reach(3)| = |Reach(4)| =
0. So, ESv1(3) = ESv1(4) = ESv1(6) = 2.049. The cardinality of reachable sets for
vertices 1 and 3 are |Reach(1)| = 3, |Reach(2)| = 1, respectively. Therefore P v1

NE(1) =
(1−0.7)4 = 0.0081 and P v1

NE(2) = (1−0.7)2 = 0.09. The complete calculations, including
v2 (related to a graph shown in Figure 11) are given in Table 4.

For larger values of |Reach(v)|, P vul
NE(v) diminishes fast. This also holds in case

when probability of vulnerability exploitation is very small (e.g. 10−1). For such a
probability, P vul

NE(v) has the value of 0.04 when |Reach(v)| = 30.
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Figure 11: Graph used for calculations related to vulnerability v2.

Table 4: Calculations for vulnerabilities v1 and v2 illustrated in Figures 10 and 11,
respectively.

P v1
NE P v2

NE ESv1 ESv2

1 0.0081 0.0345 0.0553 0.3391
2 0.09 0.1326 0.6147 1.3039
3 0.3 0.51 2.049 5.0133
4 0.3 0.1326 2.049 1.3039
5 1 0.2601 0 2.5568
6 0.3 0.51 2.049 5.0133

4.7 Vulnerability risk model based on centrality measures

The assumptions we use in analysis of the vulnerability model are as the following:

• We consider a directed call graph G = (V,E), of order |V | and size |E|.

• For each vertex v ∈ V , a selected centrality measure CMn is calculated.

• There is a set of vulnerabilities V = {vul1, vul2, . . . , vulv}.

• Each vulnerability has a severeness property, and a set of vulnerability severe-
ness is denoted CSV V , where CSV V = {csvvi|i ∈ {1, 2, . . . , |V|}}. The range of
values for any element of CSVV set is (0, 10].

• For a given vertex n, a set of vulnerabilities of that vertex is defined as Vn.

• For a given vertex n, a subgraph of reachable vertices is defined as Rn.

• If a method me is exploited in a call graph, then all caller methods m ∈ Callto(me)
are exploited as well.

We want to derive the model that would calculate the risk level for a given vertex
in G for a single vulnerability, see Figure 12. We denote the set of vertices with given
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Figure 12: Exploratory graph used for deriving the risk for a given vulnerability. Vulner-
able nodes are marked red.

vulnerability vulk with severeness csvvk as Vk. For each vertex vl ∈ Vk a centrality
measure is calculated, and these are denoted as CMl, l ∈ {1, 2, . . . |Vk|}. The set of
paths Pl = {p1, p2, . . . , p|Pl|} that originate from vertex vl is determined. Each path is
associated with a total number of vulnerable vertices on it (including the originating
vertex), Wl = {w1, w2, . . . , w|Pl|}.

For a given path pm for a given vertex vl and given severeness cvssk, the value
Rm = CMl ∗ cvssk ∗ wm could be used to describe a total risk for this path. However,
the value Rm could be unbounded, hence we suggest to use log(1+Rm) as a risk value
for a given path. The probability given path would be traversed is hard to determine for
the static call graphs, so we assume all paths are equaly probable, and this probability

equals
1

|Pl|
. Therefore the risk for a single path is

1

|Pl|
· log(1 +Rm) =

1

|Pl|
· log(1 + CMl · cvssk · wm).

The total risk for a single vertex vl is then

Rvl =

Pl∑
m=1

1

|Pl|
· log(1 +Rm) =

1

|Pl|
·

Pl∑
m=1

log(1 + CMl · cvssk · wm).
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The summation is done for non-negative values, as 1 + CMl · cvssk · wm ≥ 1 =⇒
log(1 + CMl · cvssk · wm) ≥ 0.

Once the calculations are performed, ranking of risks could be done, and this may
lead to recommendations which vertices (methods) need to be patched first. In ideal
case the calculations could be done for every single vertex with given vulnerability in G,
however, this may be either inefficient or infeasible. In such a case, it is recommended
to rank the vertices by their respective centrality measures, and calculate risks for the
top-k vertices.

5 Model Implementation

5.1 A typical usage scenario

To explain the conceptual design of the model implementation, let us first sketch a
typical usage scenario: for this scenario, we assume a ‘user’ of the FASTEN services
that builds and offers tooling that uses the FASTEN services. We refer to this user as
a Tool Integrator. SIG is an example of such a Tool Integrator, aiming to use FASTEN
services to enhance their proprietary tooling offering. A client (user) of such tooling
will be an application developer that wants to get a broad insight into the technical
properties and risks of an application. In fact, this application might also be just a
library to be included in other applications.

We assume that the client’s application uses a package manager tool and provides
configuration files with (external) dependencies specified. The package manager tool
compiles and builds the application by resolving and collecting (directly and indirectly)
libraries that the application uses (i.e. depends on) from various locations, based on
the configuration.

The client wants to know the impact and risk for an application of the open source
libraries that the application uses. As the external libraries always evolve, the client
also wants to be informed how the changes (e.g., a new vulnerability discovered, a
new version of libraries released) in the software ecosystem will affect the risk. Also,
the new version of the application may use a different set of libraries, or use them in a
different way, such as calling an API that it did not call before.

In the typical scenario, at a given moment, an application is offered to be analyzed.
The typical purpose of an analysis is to understand the impact of all maintainabil-
ity/security/freshness properties of (nested) dependencies on the application. It must
be possible to conduct the analysis without uploading the source code of the applica-
tion to a central location, so the analysis tooling is an independent application that can
be run locally, getting its data from the remote FASTEN Knowledge Base (FKB). We
will refer to this tool as ‘RAPID’ (Risk Aggregation & Propagation Inspection moDel),
marked as (3) in the Figure 13.
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5.2 Conceptual design

An analysis may be triggered both by changes in the application as well as in the
ecosystem. Once an analysis is started:

1. From the application source code a list of dependees can be derived, including
the specific versions that are used to build this application: in other words, we
know which revisions the application depends on.

2. Recursively, all indirect dependees can be derived, again including the specific
versions (the revisions) that are used by the application (at this moment in time).
This requires a request to the FKB API (1) for each dependee, returning the
dependees of a revision.

3. For each of the collected set of dependees, we collect the (relevant) quality prop-
erties:

• Ideally, these are already stored in the FKB, and retrieved through API re-
quests (with the FASTEN URI for the revision as parameters)

• If not, the respective Quality Analyzers (2) in the FASTEN server have to be
run on each revision first (storing the results in the FKB)

4. For each direct dependee of the application, we can analyze which entry
points/APIs of the revision are used (and how often) from the application.

• This can be derived from the call graphs in FKB

• And potentially enhanced with additional source code analysis of the application,
e.g. for intra-process APIs. Figure 13shows this as a separate, possibly third-
party or proprietary, tool (4).

5. From this starting point, for each direct dependee revision, we can create a spe-
cific call graph, as a subset of the whole revision callgraph, by using only the
relevant entry points.

• This requires querying the FKB (through the API) with a query that requests
the subset of the callgraph for revision r, assuming a given set of entry-
points EP2. We refer to that subset of the callgraph as its ‘relevant callgraph’
(RCG).

• That relevant callgraph can be used for determining local quality properties,
in a way that is more specific and precise than for the full callgraph of the
revision.

2Alternatively, the relevant callgraphs are completely downloaded from the FKB to the local RAPID
tool. For now we assume the call graph analysis will be conducted by an analyzer tool as part of the FKB
(and in the same infrastructure) to avoid downloading full callgraphs, and again uploading the output to
be stored as metadata)
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6. From the relevant callgraph, also the ‘exitpoints’ can be determined, i.e. the calls
within the revision to other dependees.3

• Hence the next analysis is to derive the set of paths, specific to the relevant
callgraph (i.e. application) between the entrypoints of the revision and the
exit points. This information is also obtained by querying the FKB.

• The resulting paths from the exit points where dependees of the revision are
called, back to the entrypoints of the revision, determine the propagation
properties of the revision. For example, in case no such path exists, no
property of the dependee can propagate.

• Note that for determining the quality properties of the revision in this con-
text, the whole (relevant) subgraph is relevant (..); paths that do not lead to
calls to other revisions, may still be relevant w.r.t. its overall quality (e.g. for
maintainability).

7. The above process needs to be repeated for each (indirect) dependee.

8. For each revision in the dependency graph, the required quality properties of the
revision need to be determined; either by requesting cached information from the
FKB (through an API call), or by on-demand analysis.

• In the latter case, the source code of the revision must be retrieved; a link
to the source code will be obtained from FKB through an API request. The
results of the analysis can be stored again in the FKB, submitted via an API
request.

9. Now all information has been gathered to conduct a propagation and aggregation
analysis for the dependency graph of the application.

10. The results could be stored again in the FKB as metadata, through an API re-
quest, for each revision in the dependency graph. For the application itself, this
would require the application identity and version should be added to the FKB,
so this is (probably) not done.

5.3 Modularizing the model implementation

Quality property propagation in the ecosystem level is challenging. The use of fine-
grained information makes the quality analysis for the entire ecosystem, if not impos-
sible, much harder in practice.

As defined in the generic model, the quality property propagation at the revision
level is an iterative process. In each iteration, the propagation will consider the possible

3It is also possible that this process is done in a different way, by analyzing revisions separately, and
determining all possible paths between entrypoints and exitpoints, see Subsection 5.3
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Figure 13: Conceptual design of the model implementation

impacts (contribution) from its local properties and the properties propagated from all
its direct dependencies.

We analyze the propagation behavior with a bottom-up approach. It starts from
method level modeling of propagation and lifts up to higher level propagation. We
assume the method level propagation behavior rarely changes within a revision (since
we base our analysis on static call graphs that do not change if the code does not
change) unless new evidence of method calls is found (e.g. a refined call graph through
improved static analysis or through additional dynamic call analysis). The method
level propagation behavior can be abstracted per revision. The result of method level
propagation analysis then can be reused (composed) for further inter-revision analysis,
for example, to determine the impact factor.

The impact factor will be determined by the pair-wise method-level analysis for each
dependency pair. The process of obtaining the impact factor can be done in an on-
demand manner when a resolved revision graph is determined. In this way, we could
achieve to a certain degree a modular approach for ecosystem level propagation anal-
ysis, where a large part of the analysis (especially related to the call graph structure)
is done once, and the context-specific part of the analysis (considering the properties
of dependendees that evolve independently) can be done later, whenever a relevant
element in the dependency tree has changed.

We illustrate this process in Figure 14. IC (interface coverage) abstracts propaga-
tion behavior at the method level (method coverage) within a revision ry for an interface
method a. IC is calculated per revision, then used in further inter-revision analysis to
determine the UI (usage intensiveness) as the impact factor IF (rx, ry) for revision rx
and its dependency ry.
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Figure 14: Modular approach for propagation

5.4 Handling changes in the ecosystem

Rerunning an analysis can be motivated by changes in the ecosystem that an appli-
cation depends on, not just changes in the application itself. We can consider several
scenarios:

1. A new version of a (dependee) revision is created, i.e. a code change:

• This revision will be fetched by the FASTEN infrastructure.

• This should result in a reconsideration of all revisions that depend (directly or
indirectly) on the new revision.

• This should also result in a reconsideration of all applications that depend (di-
rectly or indirectly) on the new revision.

2. A property of a revision is updated: this can be metadata such as the detection
of a new vulnerability, even for long existing revisions, without any code being
changed.

• This change of the property should be detected by the FASTEN infrastructure for
example because it is subscribed to a vulnerability database.

• This should result in the recalculation of the properties of all depending revisions,
to consider how the updated property will propagate.

• This should also result in a reconsideration of all applications that depend (di-
rectly or indirectly) on the new revision.
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3. A new dependency is created, or an existing dependency removed. This can be
due to:

• A new revision that changes its dependencies

• A revision that is removed from the ecosystem

• This should be handled in the same way as (1) and (2). Note that in the case of
dynamic semantic versioning, removal of a revision may automatically cause an
earlier revision to become the selected one; this change has to be propagated
as well. # Model Validation

In this section we present evaluating and validating the dependencies metrics in-
cluded in the proposed model, as well as the validation of the model itself for library
freshness in Maven ecosystem. Dependencies (direct and transitive) are a pivotal part
of the model we propose, and the validation of their metrics is therefore presented. As
the generic model is applicable to different quality properties, the model validation is
conducted for a particular quality property (freshness) within Maven ecosystem. The
validation is done within the Maven ecosystem, and full validation of the metrics/model
is not presented, as FASTEN Knowledge Base is still being developed/integrated and
was available for any model-related experiments.

The authors of [17] explain there are two fundamental approaches for metric valida-
tion: theoretical and empirical. Therefore, to provide a check of validity that is as broad
as possible, a mixture of these two approaches is shown. The dependencies coupling
metrics’ theoretical validation is conducted according to [17]. Besides, a subset of the
aspects presented in [18] are also used to validate all the metrics in the model; in
particular, we focus on actionability and definition validity.

5.5 Dependency metrics

5.5.1 Theoretical validation

The theoretical validation of the metrics consists of demonstrating the properties of the
metrics. Theoretical validation is necessary since it proves that the metrics share prop-
erties with the attribute measured; in this case, the attribute is coupling. In particular,
for coupling metrics, there are five properties defined in [19], and further discussed in
[20], [21], [22].

The properties defined are

1. Non-negativity: The value of the coupling metrics should never be negative.

2. Null value: The value of the coupling is expected to be zero if there is no rela-
tionship from the client library to the server library.

3. Monotonicity: When more relationships are added from the client library to the
server library, the metric value does not decrease.
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4. Merging of classes: When two classes of the client library are merged, the total
coupling between the client library and the server library should not increase.

5. Merging of unconnected classes: When two classes of the client library, which
do not share usage of the server library, are merged, the total coupling between
the client library and the server library should remain equal.

In what follows, we prove the five properties hold for a single metrics (AC). The
proofs that properties hold for the other dependencies metrics defined in subsection
3.2 are similar [23].

• Non-negativity: Let Lc be a client library and Ls be a server library. The coupling
between the two libraries is non-negative, AC(Lc, Ls) ≥ 0.

• Null value: Let Lc be a client library and Ls be a server library. The coupling
between the two libraries is null when the set of import relationships from Lc to
Ls, R(Lc, Ls), is empty. Therefore, R(Lc, Ls) = ∅ =⇒ Coupling(Lc, Ls) = 0.

• Monotonicity: Let Lc be a client library, Ls be a server library, and c ∈ Lc be a
class in Lc. We modify class c to form a new class c′ which is identical to c except
that some method invocations have been added from c to classes implemented
in Ls. Let L′c be a library identical to Lc but in which c has been replaced by c′.
Then, Coupling(Lc, Ls) ≤ Coupling(L′c, Ls), where Coupling(Lc, Ls) represents
the coupling between Lc and Ls.

• Merging of classes: When considering the coupling between a client library
and a server library, if two client library classes are merged, the two libraries’
coupling would not increase. It could decrease, depending on how the refactoring
is performed. If the classes share usage of the server library, one of the usages
may be removed. Therefore, let Lc be a client library, Ls be a server library, and
c1, c2 ∈ Lc two classes in Lc. Let c′ be the class that results from merging c1 and
c2, and L′c be the library resulting from Lc when c1 and c2 have been replaced by
c′. Then, AC(c1, Ls) + AC(c2, Ls) ≥ AC(c′, Ls) and AC(Lc, Ls) ≥ AC(L′c, Ls).

• Merging of unconnected classes: This property is a variation of the previous
one. It is expected that the system’s coupling will stay the same if two classes of
a system, which have no relationship, are merged. Let Lc be a client library, Ls a
server library, and c1, c2 ∈ Lc two classes from Lc which do not share the same
relationship with Ls. Let c′ be the class that is the union of c1 and c2, and L′c be
the library identical to Lc but in which c1 and c2 have been replaced by c′. If there
are no relationships between c1 and c2, then, AC(c1, Ls) + AC(c2, Ls) = AC(c′, Ls)
and AC(Lc, Ls) = AC(L′c, Ls).

5.5.2 Empirical validation in the Maven ecosystem

We have benchmarked the values of all the dependencies’ metrics described in Sec-
tion 3, i.e. MIC, AC, TMIC, and TAC. We determine the distribution of these metrics and
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discuss the outliers of these metrics. In order to do this, we used a single Maven
artifact per dependency, i.e. group id, artifact id, and version. A single result is ob-
tained for direct dependency metrics, MIC and AC. For the transitive dependencies, the
results are presented with three values, dependency id, the distance, value calculated
for given distance, respectively.

A total of 299 direct dependencies and 470 transitive dependencies was analyzed.
The zero values were filtered out as there is no coupling in those cases, and the
histograms are presented in Figures 15 (MIC) and 16 (AC). The histograms are right-
skewed.

Figure 15: Histogram MIC benchmark, 60 bins

For the transitive metrics, namely TMIC and TAC, we have calculated the bench-
marking with different values for the propagation factor (PF). The histogram of the
benchmarks for metrics TMIC with propagation factor 1, 0.5, and 0.1, respectively can
be found in Figure 17. Finally, the overview of 70th, 80th, and 90th percentiles for each
of the metrics can be found in Table 5.

The majority of the values are rather small, with a few large values - the distributions
are therefore, most likely, heavy-tailed. In other words, many dependencies are loosely
coupled, with a few highly coupled dependencies. In general, the values for method
invocation coupling (MIC and TMIC), are higher than those for aggregation coupling —
namely AC and TAC. This can also be intuitively perceived: for each field declared,
multiple method calls can occur.

When comparing the results of the transitive dependencies metrics, TMIC for differ-
ent values of propagation factor, the comparison is not exactly as it could be intuitively
expected. In Figure 17 the benchmark of TMIC with PF values of 1 and 0.1, respec-
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Figure 16: Histogram AC benchmark, 60 bins

Figure 17: Histogram TMIC benchmark, when PF = 1, 0.5 or 0.1. Number of bins is 60.
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Metric\Percentile 70th 80th 90th
MIC 79.00 118.80 305.40
AC 21.50 35.00 61.00

TMIC (PF = 1) 59.50 129.00 215.00
TAC (PF = 1) 19.50 24.00 56.00

TMIC (PF = 0.5) 30.37 87.00 141.87
TAC (PF = 0.5) 10.50 12.25 39.12

TMIC (PF = 0.1) 11.40 33.00 105.70
TAC (PF = 0.1) 7.35 7.77 25.15

Table 5: 70th, 80th, and 90th percentiles of the coupling metrics

tively. Given that the ratio of PF values is 10, it is expected that metrics values would
have a similar ratio. However, at least one dependency with TMIC around 5000 could
be observed from the Figure 17 for both values of PF. The considered dependency is
evaluated for distances of one and two when coupling was measured. For these two
distances we have a coupling of 4958 and 11, respectively. Following the formula to
calculate TMIC, the factor PFdistance−1 resolves to one when distance = 1. The
distance with value one is a case of direct dependency and therefore there is no mit-
igation of the coupling. Therefore, a small value of TMIC coupling for distance two is
negligible when compared to the value for direct dependency.

With a lower propagation factor, there are fewer bins in the histogram, and the bin
values of the metrics are pushed to zero. As the number of couplings remain the same,
the first bin of the graph should substantially increase. Looking at Figure 17, we can
see that the first bin heights are around 100, 110 and 120 for PF values 1, 0.5 and
0.1, respectively. The increment is not as high as could be expected, considering the
difference between the propagation factors. However, this is again due to some server
libraries being both direct and transitive dependencies. The fact that a decrease in PF
shifts the distribution of the metric’s values to zero can be seen in Table 5. In the table,
we can see that the percentiles’ are closer to zero as the PF decreases.

In Table 5, there are the 70th, 80th, and 90th percentiles of each of the metrics.
These percentiles have been previously used for software metrics for risk assessment
[24]. Considering the values in Table 5, the risk assessment for each of the metrics
can be found in Table 6, with four risk profiles: low risk, medium risk, high risk, and
very high risk. It is worth saying that the percentiles should be calculated with other
datasets with different characteristics for this risk profile to be completely useful.

5.6 Library freshness metrics

The goal of model validation is to test a number of assumptions and research how
well various aspects work. Since the FASTEN Knowledge Base is under construction
during the work on this deliverable, we have tested some concepts using the available
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Metric\Risk Low risk Medium risk High risk Very high risk
MIC <79 <118.8 <305.4 >305.4
AC <21.5 <35 <61 >61
TMIC (PF = 1) <59.5 <129 <215 >215
TAC (PF = 1) <19.5 <24 <56 >56
TMIC (PF = 0.1) <11.4015 <33 <105.7 >105.7
TMIC (PF = 0.5) <30.37 <87.00 <141.87 »141.87
TAC (PF = 0.5) <10.50 <12.25 <39.12 >39.12
TAC (PF = 0.1) <7.35 <7.77 <25.15 >25.15

Table 6: Risk profile of coupling metrics

data of the Maven ecosystem.
The focus of the case study is on the library freshness property and how to prop-

agate and aggregate this property across the dependency tree. A main reason for
choosing this particular property is that it can be derived without using the internal call
graphs of the revisions within FASTEN, as these were not available.

We follow the steps below in order to apply the generic model in the study of library
freshness and vulnerability in the Maven ecosystem.

• Map the entities and relationships in the model to the application specific termi-
nologies.

• Define the quality property and the measurement for the local measurable part
of the quality property.

• Determine the propagation factor and impact factor based on the selected prop-
erty and method level information.

• Define the aggregation methods to compose the locally measurable quality prop-
erties and properties that propagate from dependencies

5.6.1 Empirical validation in the Maven ecosystem

We denote a set of revisions R ⊂ P × V × T .
This set represents all product revisions retrievable in the forge Maven, where P is the
set of all products, V is the set of all possible version numbers, and T is the set of all
possible time points representing release time of revisions. We assume a total order
on V and T . The function releasetime(r) gives the release time for a revision r.

In the Maven repository, a product revision is called artifact, which can be identified
by the GAV coordinate, namely groupId(G), artifact(A), and version(V).
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5.6.2 Resolved revision graph

The definition of a revision graph and notation were introduced in Section 2. We as-
sume that resolved revision graph is a directed acyclic graph.

It is possible to have circular dependencies in practice. However, our observation
of the Maven ecosystem is that the most of the circular dependencies encompass
artifacts with the same ‘groupId’ and these artifacts are always released at the same
time. A pragmatic solution to this issue is to group these artifacts, and treat them as a
single revision.

5.6.3 Revision call graph

As described in [25], a revision call graph stores call information for a specific revision.
The internal nodes correspond to the callables within the revisions, while the external
nodes correspond to the callables in other products.

Given the internal nodes, we can locally calculate “dependency independent” met-
rics such as interface coverage.

When the resolved revisions dependency graph is determined, the entire call graph
for a revision can be materialized by identifying and linking external nodes. With a
materialized revision call graph, we can calculate context dependent metrics such as
usage intensiveness (UI) discussed in Section 4.2.

5.6.4 Library freshness

As we discussed in Section 2.2, library freshness can be an indication of risk on vul-
nerability and maintenance cost. In this section, we measure the library freshness for
the revisions in the Maven ecosystem.

Propagation factor We assume the freshness of a revision is mainly determined
by its local lag but also partially affected by its dependencies. For the freshness we
choose PF (freshness) = 0.1 to propagate the contribution of the freshness of depen-
dencies in each iteration.

Impact factor We assume the freshness property propagates proportional to the
usage intensiveness (UI) between two revisions. We use UI as the impactor factor for
the freshness propagation.

Aggregation method To reflect the fairness of the contribution from each dependen-
cies, we choose summation as the aggregation method. The propagation of freshness
can be expressed as

freshnesst(i) = Lagt(i) + 0.1×
∑

j∈Dep(i)

(UI(i, j)× freshnesst(j)),

where Lagt(i) is either Lagtversion(r) or Lagttime(r).
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Figure 18: The schema of Maven dependency graph

5.6.5 A simple application to explore library freshness

Based on this definition, we developed a prototype application to study the evolution of
library freshness. We used an open source dataset of the Maven Dependency Graph
(MDG) [26] to derive the revision dependency graph and the lag of each revision.

Figure 18 shows the schema of the Maven Dependency Graph. The set of calendar
nodes are used as temporal index to ease queries that relate to the release date.

As illustrated in Figure 19, for a product identified by the “groupId:ai.api” and “ar-
tifact:libai”, the prototype retrieves all the revisions (red nodes) of this product and all
the revisions (blue nodes) of its (transitive) dependencies as the nodes of the returned
graph. The edges in the returned graph represent dependency relationships (blue
arrows labeled with “DEPENDS_ON”) and updating relationships (red arrows labeled
with “NEXT”).

We observe that the revisions are clustered into the five different groups reflecting
how they share the direct dependencies, see Figure 20. These revisions are grouped
with their version numbers as [1.1.0], [1.2.0, 1.2.1, 1.2.2, 1.2.3, 1.3.4, 1.3.5], [1.4.6,
1.4.7, 1.4.8], [1.4.9], and [1.5.10, 1.6.11, 1.6.12]. We expect that the revisions in the
same group should also share the similar trends of their freshness evolution. This is
confirmed by the analysis of freshness evolution for each of the revision.

Using the aforementioned propagation formula, we can measure the library fresh-
ness of a revision at time t, the lower the better. Repeating the calculation at different
time points (time-axis), we depict the trends of freshness of each revision in Figure
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Figure 19: Dependency and updating graph

Figure 20: Revision groups

FASTEN Grant agreement No 825328 41



D3.6 A model for quality and risk propagation & aggregation – final

Figure 21: Library Freshness Evolution (a)

21. The differences of freshness (lag-axis) between revisions respect to the groups
observed in Figure 20. The freshness gaps between revisions reflect the interval of
their release times. A simple but direct application of this result could be the advice
whether a library update is required. For example, an update of the library to a version
newer than 1.2.0 or 1.5.10 will result in a huge freshness gain.

Another observation from the freshness evolution suggests that, the fewer depen-
dencies, the less future risks are indicated by the freshness. In Figure 21, we observe
the spots (red circles) where the freshness value of newer versions (1.4.6, 1.4.7, 1.4.8)
surpass older versions. These new versions introduced one more direct dependency
as seen in Figure 20. As time passes, the propagation of freshness introduced by
extra dependencies can lead to a situation of higher risk.

The effect of extra dependency also explains why the version 1.4.9 has much larger
freshness value than the version 1.5.10. The release date of version 1.4.9 is just two
days earlier than that of version 1.5.10. According to the propagation formula, the
value of freshness is mostly decided by the local measurable part and in this case it
is very small. When we investigate the transitive dependencies of version 1.4.9 as
depicted in Figure 22, we find that one depended revision (red circle) introduced many
extra transitive dependencies than the newer versions.

It is noticeable that in the current implementation of the prototype, impact factor is
not used because the method-level information for the entire ecosystem is not available
in the MDG dataset. We also did not filter out dependencies with scope “Test” etc.
Hence the result may not precisely reflect the freshness for a deployed product.
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Figure 22: Library Freshness Evolution (b)

6 Conclusions

This deliverable presents the final version of the quality and risk propagation model.
This generic model fulfills the derived requirements and is defined in subsection 4.2.
One of the most important features of the model is the modularity, which allows for one-
time evaluation of a library revision and reuse of obtained results, therefore reducing
effort for the analysis of the dependents.

Unfortunately, the model is not integrated with the rest of the FASTEN Knowledge
Base (FKB), as FKB is still being developed and integrated. As FKB was not ready in
due time, the limited validation could have been done within Maven ecosystem. We
have defined and theoretically validated dependencies metrics, and observed these
metrics have a similar distributions. Further, the values of metrics defined for transitive
dependencies do not decrease as much as could be expected when the propagation
factor decreases. This is because of the libraries which are found in direct and tran-
sitive dependencies. The coupling created in the direct dependency remains equal
regardless of which propagation factor is applied.

For library freshness, when revisions are clustered into different groups reflecting
how they share the direct dependencies, the revisions in the same group share the
similar trends of their freshness evolution. In addition, the fewer dependencies,
the less future risks are indicated by the freshness.

Once FKB is available, we will integrate the model within FKB, and finalize the val-
idation of the model. This might lead to a slight refinement of the model. Besides, this
study will include exploration and validation of the model using one or more industrial
software applications. The findings are to be reported in the upcoming deliverables of
FASTEN WP3.
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