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1 Abstract

We explore the state of the art in algorithms for solving the reachability problem on
static and dynamic graphs, highlighting approaches that might be effective on the call
graphs built at query time from the FASTEN knowledge base.

FASTEN Grant agreement No 825328 4



D5.1 Comparative studies of algorithms and heuristics for reachability on the call graphs

2 Naming conventions

In this document, we shall adhere to the naming conventions specified in Deliverables
D1.1 (“Graph Schema and its Representation”) and D1.2 (“Code Sourcing Process”).
More precisely1:

• A (software) product (which was called artefact in D1.1) is the name of a software
library per se (e.g., sqlite-jdbc or logback-classic); the set of all existing
products is denoted by P. The name “library” here is used is a wide sense: a
software product might be, for example, an application or a set of utility methods.

• An artefact is anything that is represented by a stream of bytes. It can be an
archive, a Java jar (which is, in fact, an archive) or a packaging of a library for a
specific Linux distribution.

• A version (D1.1) is a tag (typically, a number or sequence of numbers, but it might
be an SHA-1 for a forge based on Github); the set of all versions is denoted by
V .

• A revision of a product is an artefact associated with the product; different revi-
sions of the same product are identified by a version (e.g., 0.9.12 or 1.8.0-beta0).
For example, webgraph-2.1.jar is an artefact, and in particular a revision of
product webgraph with version 2.1; the set of revisions is thus identified with a
subset of P × V denoted by R.

• An entity identifier is a string uniquely identifying an entity (function, method,
type, attribute, etc.) defined in an artefact; note that an entity identifier cor-
responding to a function is more specific than a function (as defined in D1.1)
because an entity identifier must take into account also arity, signatures and all
other features that serve to distinguish among different entities with the same
overloaded entity name; the set of all entity identifiers is denoted by E .

• A dependency is given by a product and a set of associated allowable revisions
of such a product: for example, the set might be defined by a specific version
string (e.g., [2.1]), or by an explicit set of such versions (e.g., [2.1],[2.5]), or
by a set specified by numerical constraints on numbers present in the version
(e.g., [1.5],[1.7..1.9],[2.1..],). Note that the format of versions and their
intended ordering is forge-dependent.

• A dependency clause is a set of dependencies (for distinct products), that should
be interpreted as a logical disjunction. This is useful, for example, to specify
different (equally allowable) implementations of a service.

• A dependency set is a set of dependency clauses, that should be interpreted
as a logical conjunction. In other words, dependencies are specified in CNF

1For the purposes of the present document, we only consider a single forge (in the sense of D1.1).
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(Conjunctive Normal Form). In some cases (most notably, in the case of Maven
POM’s) all clauses are singleton. However, in other situations (e.g., Debian de-
pendencies) the more general specification given here is necessary.

• The source dependency graph for a revision is given by all revisions it might
depend upon, directly or indirectly. In other words, the node set of the source
dependency graph for revision r is the smallest set of revisions containing r
and such that if it contains r ′ it also includes all dependencies appearing in the
clauses of the dependency set of r ′. The arc set is defined as follows: there is an
arc in the graph from r to r ′ whenever r ′ appears in a clause of the dependency
set of r . We remark that the source dependency graph flattens the representation
of dependencies, in that it makes no distinction between disjunctions and con-
junctions. Note that the same product may appear several times with different,
incompatible revisions in a source dependency graph.

• The resolved dependency graph for a revision is a subgraph of the source de-
pendency graph that is computed by a resolution process that is forge-dependent
(e.g., Maven has such a resolver). The resolution process might use contextual
information, such as a timestamp, and must respect the logical constraints ex-
pressed by the dependency set. It is expected that the resolution process will, in
general, choose a single revision for each product, but it is possible to envisage
more sophisticated resolution processes that keep several revisions of the same
product.

3 Reachability

The main difference between a standard, database-backed knowledge base for soft-
ware and the FASTEN knowledge base is the existence of revision call graphs, which
store (statically) the method2 calls within each revision of a product. As described
in deliverable D2.1, these revision call graphs have external nodes which represent
nodes (methods) belonging to other revision call graphs: provided context and a reso-
lution strategy one obtains a set of revision call graphs representing the dependencies
available (the resolved dependency graph, in our terminology). At this point, each ex-
ternal node is identified with a specific internal node in one of the dependencies (i.e.,
the method that would be actually called, similarly to the behavior of a class loader)
and one obtains the stitched call graph. Stitched call graphs are the main tool in the
change impact analysis, as they make it possible to know which methods are called
(even indirectly) from a method (i.e., the set of reachable methods) and to know which
methods would be affected by the modification or removal of another method (i.e., the
set of coreachable methods).

These two operations are very well known in graph theory: the (co)reachability
problem aims at computing, given a set S of nodes (possibly, a singleton) the set of

2We will use “method” from now onward to denote a generic type of callable entity, e.g., a function,
method, etc.
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nodes x that are reachable from S (i.e., there is a path from a node in S to x) or
coreachable from S (i.e., there is a path from x to a node in S). While the answer
can be computed in linear time (in the number of arcs) using any visit strategy, we are
interested in surveying techniques that might speed up the computation by exploiting
that part of the graph structure which is stored statically (i.e., it is immutable).

Another, more general question about change impact is “which application would
be impacted by a change to this method”? In this case we do not start from a revision
call graph and its (solved) dependencies. We start from a method (an internal node of
a revision call graph) and look for all possible scenarios in which the method would be
called.

This question is more complex, in a subtle way: the database stores all possible
method calls, but due to the resolution strategy not all calls appearing in the database
can actually materialize. As an example, consider revision R that lists among its de-
pendencies the product P with version from 1.0 to 3.0, and that revisions of P exist
with version 1.0, 2.0 and 3.0. Syntactically, some of the methods of the revision 2.0
of P might be callable from R. However, if R has other transitive dependencies on
P it is possible that, due to further restrictions on the allowable versions, 2.0 is never
actually selected as a dependency by the resolution strategy. In this case, traversing
the arc corresponding to such a method call towards revision 2.0 of P might produce
false positives.

4 General Setup

We are concerned with a (directed) graph G = (N, A) where N is the set of nodes,
A ⊆ N× is the set of arcs, n = |V |, and m = |A|. A reachability query is of the form
x  y , with x , y ∈ N. The query has a positive answer if there is a path in G from x to
y .

Reachability queries can be easily solved in linear time with a visit of the graph.
The specific visit used, such as breadth-first or depth-first, is not relevant for the result
but might affect performance, as to answer the query one does not need necessarily
to visit the entire graph. If, however, the whole set of (co)reachable nodes are to be
computed, the choice of visit is mostly a matter of taste, as the size of the result will
not change.

There are general techniques that might speed up the answer to a reachability
query after some precomputation: for example, one might compute in advance the
strongly connected components of the graph, and then the reachability query u  y
would turn into a reachability query between the components of u and y , but in an
acyclic (and thus simpler) graph. If the graph is strongly connected, however, this
tactic is useless.

One can also in principle precompute the answer to all reachability queries by com-
puting the transitive closure of the graph, that is, a new graph Ĝ =

(
N, Â

)
in which there

is an arc x → y if and only if the query x  y has a positive answer in G. However,
storing the transitive closure might require space O

(
n2
)
, which in unfeasible for large
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graphs.
It is thus of interest to take into consideration approaches that sit in between these

two extremes (computing the answer on the fly, or precomputing all answers). Such ap-
proaches add some ancillary information to the nodes, from which one can sometimes
infer reachability (unreachability). If nothing can be inferred from the stored informa-
tion, some kind of visit must be performed, but the ancillary information can help to
make the visit faster.

Note that the approaches we analyze do not constitute an extensive list: we omitted
those whose time or space constraints are incompatible with our target graphs. In
particular, we will not consider probabilistic approaches (e.g., independent permutation
labeling [WYLJ18]) which can return incorrect results with bounded probability, as one
of the use cases of the FASTEN database is assessing security.

5 A General Scheme for Trees

As a first step, we introduce a common reachability scheme for out-directed trees,3 the
single interval tree coding scheme (SIT). This technique assigns to each node x of a
tree an interval of integers [xin . . xout). The extremes of the interval are computed by
performing a preorder visit of the tree, keeping track with a counter of the number of
nodes visited so far, and assigning to xin the value of the counter when the node is
first met (the entry time), and to xout the value of the counter when the visit leaves the
node (the exit time). In particular, the root has label [0 . .n). An example is shown in
Figure 1.4

It is now immediate to see that x  y if and only if

[xin . . xout) ⊇ [yin . . yout).

In other words, this labeling scheme uses linear space, can be built in linear time,
and answers reachability queries in constant time. Of course, we can obtain this per-
formance because of the very specific nature of the graph we are considering, but it
turns out that applying a SIT to a spanning tree of a graph is a good start to compute
reachability quickly.

6 Approaches Based on Tree Covers

Consider now a generic graph G. We can take an (out-directed) spanning tree of
G (obtained, say, through a breadth-first visit) and use SIT to label it.5 If we have

3An out-directed tree is a direct graph with a selected node, the root, such that there is exactly one
path from the root to any other node.

4Sometimes, SIT codes are defined by increasing the counter also when leaving a node, resulting in
larger intervals, but containment still is equivalent to reachability.

5In general, directed graphs have spanning forests, as it might be impossible to find a single out-
directed tree covering the graph. However, by possibly adding a fake node connected to all sources in
the graph, we can assume without loss of generality of having such a tree.
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[0 . .11)

[1 . .7)

[7 . .8)

[8 . .11)

[2 . .7) [9 . .10) [10 . .11)

[3 . .6) [6 . .7)

[4 . .5) [5 . .6)

Figure 1: An example of SIT labeling of an out-directed tree. Containment between
intervals corresponds to reachability.

a reachability query x  y and the query can be answered positively by the SIT
labels, we can return a positive answer. If the answer is negative, we cannot draw any
conclusion, as reachability might happen through arcs that are not part of the tree.

Note that due to the little space used by SIT labels, one might compute several
spanning trees with SIT labels, so to improve the likeliness of a positive answer. In
particular, if statistics are known about the nodes that appear more frequently in user
reachability queries, one might orient the choice of spanning trees so that such queries
are answered more quickly (e.g., using as roots of the tree nodes appearing more
frequently in queries).

More structured approaches store the SIT of a spanning tree, plus additional in-
formation to speed up the answering process. For example, Chen, Gupta, and Ku-
rul [CGK05] keep track, for each node of the tree, of two special nodes, the surrogate
predecessor and the immediate surplus successor. Consider a path from node x to
node y : the path will traverse some tree arcs and some non-tree arcs. Consider the
last non-tree arc (if any) z → w on the path: then, w is a surrogate predecessor of y
if w 6= y , and z is an immediate surplus successor of x if w = y . These nodes can
be computed by visiting the spanning tree. Using this additional data, Chen, Gupta,
and Kurul describe a stack-based algorithm that moves through non-tree arcs, when
necessary. Construction time and storage are linear, but query time is O(m − n), so
this approach is useful only if the graph is very sparse. An example of surrogate pre-
decessors is shown in Figure 2, and an example of immediate surplus successors is
shown in Figure 3.

Trißl and Leser [TL07] propose an analogous scheme but with a different approach:
each non-tree arc yields an additional interval label for each node of the tree. Initially,
we perform a labeling similar to SIT, with the difference that we increment the counter

FASTEN Grant agreement No 825328 9



D5.1 Comparative studies of algorithms and heuristics for reachability on the call graphs

[0 . .11)

[1 . .7)

[7 . .8)

[8 . .11)

[2 . .7) [9 . .10) [10 . .11)

[3 . .6) [6 . .7)

[4 . .5) [5 . .6)

Figure 2: An example of labeling by surrogate predecessors. The continuous out-
directed tree is a tree cover of a graph G, dashed arrows are non-tree arcs, and dotted
arcs point (backward) at surrogate predecessors. Each surrogate predecessor is found
by starting from a non-tree arc, and then following tree arcs: for each node reached,
we connect it (backward) with the target of the non-tree arc.

[0 . .11)

[1 . .7)

[7 . .8)

[8 . .11)

[2 . .7) [9 . .10) [10 . .11)

[3 . .6) [6 . .7)

[4 . .5) [5 . .6)

Figure 3: An example of labeling by immediate surplus successors. The continuous
out-directed tree is a tree cover of a graph G, dashed arrows are non-tree arcs, and
dotted arcs point at immediate surplus successors. Each immediate surplus succes-
sors is found by starting from a non-tree arc, and then following backward tree arcs:
for each node reached, we connect it with the source of the non-tree arc.
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[0 . .28),∅

[1 . .16), {[5 . .6)}
[17 . .18),∅

[19 . .27),∅

[2 . .15), {[21 . .22), [9 . .10)} [20 . .23),∅ [24 . .26), {[9 . .10)}

[3 . .12),∅ [13 . .14),∅

[4 . .7),∅ [8 . .11),∅

Figure 4: An example of the enriched labeling by Trißl and Leser. The continuous
out-directed tree is a tree cover of a graph G, and dashed arrows are non-tree arcs.

each time we enter and exit a node, and that we add 2 to the counter if the current
node is the source of a non-tree arc. After the labeling, if node x has label

[
xin . . xout

)
,

then a non-tree arc from x to y yields an additional interval label
[
xin + 1 . . xout − 1

)
for

y . Such additional labels can be used to speed up the traversal of the graph. Finding
the shortest arc traversal using such labels in NP-complete, but the authors suggest
some heuristics that work well in practice. Performance is similar to the previous case.

Wang, He, Yang, Yu and Yu [WHY+06] propose a different approach, dual labeling,
that yields constant-time queries, in exchange for space O

(
(m − n)2

)
. Each non-tree

arc x → y is encoded as a link pair xin →
[
yin . . yout

)
. At that point, the set of link pairs is

closed transitively, using the rule that xin →
[
yin . . yout

)
is followed by zin →

[
win . .wout

)
if zin ∈

[
yin . . yout

)
. The link table makes it possible to solve the reachability problem in

constant time, as x  y if and only if there is an entry i → [` . . r ) in the link table such
that

i ∈
[
xin . . xout

)
and yin ∈ [` . . r ).

However, unless the graph is very sparse the cost of storing the transitive closure of
link pairs is prohibitive. An example is shown in Figure 5.

Finally, Agrawal, Borgida, and Jagadish [ABJ89] propose a technique that is re-
stricted to acyclic graphs. They start from a spanning tree, but their labeling departs
from the SIT tree labeling. They perform a postorder visit of the tree, and use as left
extreme of the interval the smallest postorder label of all descendants, and as right
extreme the postorder index of the node. In this setting, x  y if and only if[

xin . . xout
]
3 yin.

At this point, however, similarly to the case of Trißl and Leser, each node x gets an
additional label from each path made of non-tree arcs starting at x : the label at the

FASTEN Grant agreement No 825328 11
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[0 . .11)

[1 . .7)

[7 . .8)

[8 . .11)

[2 . .7) [9 . .10) [10 . .11)

[3 . .6) [6 . .7)

[4 . .5) [5 . .6)

Figure 5: An example of dual labeling. The continuous out-directed tree is a tree cover
of a graph G, and dashed arrows are non-tree arcs. The link pairs are 9 → [2 . .7],
4→ [1 . .7] and 5→ [10 . .11]. Closing transitively, we add 9→ [1 . .7], 9→ [10 . .11],
and 4 → [10 . .11]. We can see that [9 . .10) reaches [1 . .7) because of the transitive
link 9→ [1 . .7] (i.e., 9 ∈ [9 . .10) and 1 ∈ [1 . .7]).

end of the path. At that point, x  y if and only if[
` . . r

]
3 yin for some [` . . r ] assigned to x .

An example is given in Figure 6.
In principle, O

(
n2
)

intervals need to be stored, but choosing appropriately the span-
ning tree one can minimize their number, as in many cases some of the intervals as-
sociated to a node will overlap and can be merged, reducing the number of intervals;
the algorithm that finds the optimal tree, however, needs time O(mn). One advantage
of this approach is that it allows for updates in the form of tree arcs (i.e., new nodes),
non-tree arcs (i.e., arcs between existing nodes), and arc deletion, albeit the cost of
additions sometimes might be linear (in particular, at some point a renumbering of the
interval extremes might be necessary).

Finally, Yıldırım Chaoji and Zaki introduced GRAIL [YCZ12], a labeling scheme
for direct acyclic graphs that builds on the labeling technique of [ABJ89] (excluding
the part about non-tree arcs): instead of a single interval per node, however, GRAIL
generates a sequence of d intervals. Each interval is computed during the construction
of a tree cover, and d different tree covers are obtained by randomizing the order of
the successors during the visits (or by reordering them using some heuristics). At this
point, each node x is associated with a d-dimensional hyperrectangle Hx defined by
the Cartesian product of the sequence of intervals, and if x reaches y then Hy ⊆ Hx .
Thus, to answer the query x  y , GRAIL first checks whether Hy 6⊆ Hx , in which
case it can answer negatively. Otherwise, the authors suggest either to keep track of
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[0 . .10]

[0 . .5], {[0 . .2]}
[6 . .6]

[7 . .9]

[0 . .4]

[7 . .7], {[0 . .4]}
[8 . .8]

[0 . .2] [3 . .3]

[0 . .0] [1 . .1], {[0 . .0], [8 . .8]}

Figure 6: An example of encoding of a DAG using the technique of Agrawal, Borgida,
and Jagadish. The continuous out-directed tree is a tree cover of a DAG G, and dashed
arrows are non-tree arcs. Besides its own interval label, each node adds the labels
of nodes reached via non-tree arcs. We can see that [7 . .7] reaches [0 . .0] because
0 ∈ [0 . .4].

false positives explicitly (but this approach requires significant space), or to perform
an actual depth-first visit to compute the answer; the visit can be simplified by suitably
exploiting the node labels, in the sense that one only needs to follow arcs whose target
node w satisfies Hy ⊆ Hw . Thus, the worst-case query time is linear, but with a large
enough d the authors claim that complete visits should rarely be necessary.

7 Approaches Based on Chain Covers

Jagadish [Jag90] defines a chain in a graph G as a sequence of nodes x0  x1  
· · ·  xn. Then, a chain cover of G is a set of disjoint chains (i.e., with no nodes in
common) which cover G (i.e., every node of G appears in some chain of the cover).
Optimal chains are the ones formed by the minimum possible number of chains. Given
a chain cover, we now compute a chain cover index, which associate to every node x
information about reachability in each chain of the cover: in particular, given x for each
chain we store the position of the first node in the chain that x can reach (as thus x
can reach also all following nodes). We use∞ if x does not reach any element in the
chain.

Now, to answer the query x  y one has just to check, given the chain C containing
y , say at position p, whether the chain cover index says that x reaches nodes in C
starting at position p, or earlier. The space used is O(mk ), which can be large if k is
large, and computing an optimal chain cover requires time O

(
n2
)
.
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8 Approaches Based on Hop Covers

Cohen, Halperin, Kaplan, and Zwick introduced 2-Hop covers [CHKZ02], which change
again approach: in this case, we associate with each node x a pair of subsets of nodes(
Sx

in, Sx
out

)
with the property that x  y if and only if

Sx
out ∩ Sy

in 6= ∅.

Such sets can be trivially taken to be the reachable and coreachable set of each node,
but with more sophisticated techniques it is possible to reduce their space to O(nm1/2),
with query time O(m1/2). However, the authors note that on real graphs the space used
is much smaller. Their approach can be viewed as a form of compressed representa-
tion of the transitive closure of the graph. Unfortunately, construction time is very high:
O
(
n3t), where t is the size of the transitive closure.

9 Dynamical Maintenance of Strongly Connected Com-
ponents

There is abundant literature on the dynamic maintenance of a topological sorting, and
in some cases the authors have been able to adapt the algorithm to the maintenance
of strongly connected components. One of the first proposals in this direction has been
published by Pearce and Kelly [PK04].

However, recently Haeupler, Kavitha, Mathew, Sen, and Tarjan introduced new al-
gorithms for the incremental maintenance of cycle detection, topological ordering, and
strongly connected components [HKM+12]. While they do not approach reachabil-
ity problems directly, as we mentioned previously the reachability problem between
nodes of a generic graph can be reduced to a reachability problem between the di-
rected acyclic graph of strongly connected components. The algorithm executes m
arc insertions in time O

(
m3/2

)
, which might be unfeasible for large graphs, but it is

obviously better than the trivial bound O
(
m2

)
. An improvement on these bounds was

provided later by Bender, Fineman, Gilbert, and Tarjan [BFGT15], who also claim that
their algorithm is easier to implement than that of [HKM+12].

10 Application of Reachability Techniques to the FAS-
TEN Knowledge Base

Most of the techniques we discussed so far are of static nature: first, a preprocessing
phase (often with high computational cost) builds ancillary data associated with the
nodes. Then, one can perform reachability queries quickly (e.g., in sublinear time)
using the ancillary data.

This kind of approach might in principle be useful for queries that are restricted to
a single revision call graph: for example, we want to know if in a certain revision R
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method A calls method B (both being methods of the revision R). However, revision
call graphs are by their nature fairly small6 (the average number of methods in the
Maven repository, for example, is about 2 000), and in this case a simple visit appears
to yield the best tradeoff between storage space and query time. Some of the revision
call graphs are fairly large (e.g., ≈ 200 000 nodes), but the average number of nodes
in a (co)reachable set in those cases is in the order of a dozen thousand; there are
however large (hundreds of thousands of nodes) coreachable sets in association with
very low-level methods, which are reachable from almost all other methods.

Such techniques, unfortunately, do not apply to stitched graphs: usually, the database
will be issued a fairly small number of queries for such graphs, and they are never
stored explicitly, but rather rebuilt at query time by the resolution process using the
context information provided by the user. This fact prevents the application of static
techniques, as we would have to compute ancillary data for all possible contexts.

In theory even the overall resolved dependency graph between revisions is dy-
namic, because, as already remarked, given a context an arc in the source depen-
dency graph might or might materialize in the resolved dependency graph after the
resolution process (like in the example in Section 3). However, if one is willing to relax
the constraint and consider all the arcs in source dependency graphs as valid, some
dynamic ancillary information about the graph of revisions might be useful to speed up
queries of the type “will method A call method B?”, for which an immediate negative
answer is possible if we can determine that the strongly connected component of the
revision of A has no path towards the strongly connected component of the revision
of B. Positive answers must, however, be verified using a context and the resolution
process.

Strongly connected components and their topological order can be kept incremen-
tally using the approach of Section 9, and at that point an updatable labeling scheme
(say, [ABJ89]) might provide a fast answer. One must however take into account that
both algorithms are extremely sophisticated, so code maintenance might become a
serious issue.

11 Conclusions

We surveyed the state of the art for the reachability problem in graphs and DAGs.
Most of the existing approaches in the literature are static, and do not allow low-cost
incremental updates. The maintenance of a topological sorting of strongly connected
components, and an associated labeling, is theoretically possible but with very high
implementation and maintenance costs.

At this point the best approach is to implement (efficiently) direct techniques based
on visits, and to gather evidence about the most common kind of queries that the
FASTEN knowledge base will have to answer to. By observing bottlenecks (if any)
we will able to choose (or devise) approaches that speed up the most common type

6Here we refer to a sample of about a million revision call graphs obtained from the Maven repository.
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of queries. These approaches might include, similarly to search engines, dynamic
caching of the result of frequent queries.

More implementation details about the techniques surveyed in this deliverable can
be found in the references, or, for some methods, in the excellent survey by Yu and
Check [YC10].
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